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Observing an exoplanet’s atmosphere via photometry and spectroscopy has provided the
main window to understanding its properties and processes, as the atmospheric spectra encom-
pass information about the chemistry, thermal structure, surfaces, as well as formation history
and even biology. To this end, one key science goal of the James Webb Space Telescope (JWST)
is to establish whether rocky planets around M dwarfs can host atmospheres or not. JWST of-
fers unprecedented signal-to-noise and unlocks new parameter space regimes of planets available
for characterizing not only the atmosphere but also the surface. This advancement in observing
capability simultaneously poses novel challenges to atmospheric characterization. My disserta-
tion addresses some of the new challenges to atmospheric retrievals in the era of JWST and the
characterization of rocky planets.

Firstly, I quantified the effects of wavelength-correlated systematics on atmospheric re-

trievals. Wavelength-correlated noise can occur due to instrumental systematics or stellar effects



and the merging of discrete data sets. I investigated the effect of correlated noise and constrained
the potential biases incurred in the retrieved posteriors by performing retrievals on multiple noise
instances of synthetic data. The study found that correlated noise allows for overfitting the spec-
trum, thereby yielding a better goodness of fit on average but degrading the overall accuracy of
retrievals by roughly 1 . In particular, correlated noise can manifest as an apparent non-Rayleigh
slope in the optical range, leading to an incorrect estimate of cloud/haze parameters. Finally, I
show that while correlated noise cannot be reliably distinguished with Hubble Space Telescope
observations, inferring its presence and strength may be possible with JWST.

Secondly, I studied the how the choice in parameterization of the atmospheric composition
can influence the posterior when performing retrieval analyses on terrestrial planet atmospheres,
for which the mean molecular weight is not known a priori. By performing self-retrievals and
varying the parameterization, I found that the centered log-ratio transform, commonly used for
this application, tends to overestimate the abundances of spectroscopically active gases when
inactive ones are present. Over multiple noise instances, I found that no one parameterization
method always outperforms others. Comparing the Bayesian evidences from retrievals on multi-
ple noise instances, I found that for a given spectrum, the choice in parameterization can affect
the Bayes factor of whether a molecule should be included. Alongside astrophysical effects, this
remains a fundamental challenge to atmospheric retrievals for small planet and can addressed by
more observations.

Finally, I constrained the atmospheric thickness and characterized the surface from the first
JWST measurement of thermal emission from a rocky exoplanet, TRAPPIST-1 b. I compared
TRAPPIST-1 b’s measured secondary eclipse depth to predictions from a suite of self-consistent

radiative-convective equilibrium models. I found that plausible atmospheres (i.e., those that con-



tain at least 100 ppm CO,) with surface pressures greater than 0.3 bar are ruled out at 37, re-
gardless of the choice of background atmosphere, and a Mars-like thin atmosphere with surface
pressure 6.5 mbar composed entirely of CO, is also ruled out at 3”. I modelled the emission spec-
tra for bare-rock planets of various compositions and found that a basaltic surface best matches

the measured eclipse depth to within 1™
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Preface

The work presented in Chapters 2 and 4 of this dissertation has been previously published
as first author papers. The work in Chapter 3 is an early draft of a paper currently in-prep that will
be submitted shortly as a first author paper. Chapter 5 contains a figure from an in-prep co-first
author paper.

The work in Chapter 2 was published in the Astronomical Journal (AJ) as ”Understanding
the Effects of Systematics in Exoplanetary Atmospheric Retrievals” [1] and is presented here
with minimal modification. I conducted the simulations and produced all graphics and tables. My
co-author (advisor) provided the initial topic and contributed feedback on methods and text.

The work in Chapter 3 is a draft of a paper that will be submitted shortly as a first author
paper. The work was presented in a number of virtual conferences and meetings in 2021. I con-
ducted the simulations and produced all graphics and tables. My co-author (advisor) contributed
feedback on methods and text.

Chapter 4 was published in the Astrophyiscal Journal Letters (ApJL) as ”Constraining the
Thickness of TRAPPIST-1 b’s Atmosphere from Its JWST Secondary Eclipse Observation at 15
..m” and is presented here with minimal modification. The observation that the work character-
izes was published in Greene et al. [2], and my co-author Emily Whittaker assisted with setting
up and troubleshooting the radiative transfer code HELIOS.

Chapter 5 contains a figure from an in-prep co-first author paper. Co-author Brandon Park
Coy collated the dataset.

il



Dedication

2=

il



Acknowledgments

The work in this dissertation took place over 6 years of graduate study at the University
of Maryland which I could not have possibly made through without the support of so many
individuals. First of all, I would like to thank my graduate advisor, Eliza Kempton. Thank you
for the academic, professional, and funding support throughout my graduate career and patiently
never losing confidence in me, especially when I struggled to find it myself. I also thank the my
committee members: Cole Miller for answering all of my silly questions about statistics, Drake
Deming for so much insight into how observations work. Thank you all.

There are countless people in the exoplanet community at UMD and in the collaborator
network that I always appreciated working with and whose expertise and camaraderie that I am
grateful for — especially Matej, Sandra, Tad, Matt, Anjali, Peter, Jacob, and Megan, thank you for
helping me navigate this strange world of academia.

The past six years have been a period defined not only by intellectual and profession growth
but also a personal one. There are many friends and family to whom I owe an immense gratitude...

...to Vicente, Arjun, Ramsey, Liz, Guangwei, Milena, Julian, and all the fellow graduate
student friends that I made at the UMD Astronomy- I deeply appreciate having had the opportu-
nity to meet you and am grateful for all the ways in which you enriched the experience.

...to AJ, Alex, Ari, Ben, Marty, Melissa, Ryan— I can only aspire to be as creative and

fearless off stage as I am when I am with you. Especially to Cass, Ryan, and Sadie, thank you for

v



being my friends, neighbors, and adopted family.
= A A L e R it e Rl ot

OM, 8.4 Ay A=A =3t H3ls g2l ol A & Ukl

M

...to Aya, Callingham, Ed, Els, Fred, Isaac, Lucrezia, Maude, Priyasha, and all of my Clare
friends— thank you for reminding me that I will always have a third place I can call home in you.

To Tony, Sebastian, Giovanni, and Cathie, thank you for shaping me as a scientist before
graduate school. To memories of Katherine— when I was a wee little intern, you have taught me
that the most fundamental part of being a good scientist, truly, is to be a good person. I still think
of you when I struggle to abide by that. May you rest in peace.

To my parents, thank you for your unending support and instilling curiosity in me from
an early age. To my brother Dodam, thank you for being someone I can always learn from. To
Kate, thank you for bringing new warmth to my family; you are officially my favorite sister. To
Midnight and Dawn, thank you for always being there.

To you, dear reader, for taking your time.

Thank you all.



Preface

Table of Contents

Dedication

Acknowledgements

Table of Contents

List of Tables

List of Figures

Chapter 1:  Introduction

1.1
1.2

1.3

1.4

1.5

Why Observe Exoplanets and Their Atmospheres? . . . . .. ... ... ....
Observations of Transiting Exoplanet Atmospheres and Surfaces . . . . .. . ..
1.2.1 Observing geometriesand modes . . . . . . .. ... ... ... .....
Atmospheric Modelling . . . . . . .. ...
1.3.1 Physical structure of the atmosphere . . . . . . .. ... ... ... ...
1.3.2 Radiative-Convective Equilibrium . . . . . ... ... ... .. .....
1.3.3 Barerockplanets . . . .. .. .. ... ... .. .. ...
1.3.4  Accounting for Redistributionina ID Model . . .. ... ... .....
Atmospheric Retrieval and Bayesian Methods . . . . . . ... ... .. ... ..
1.4.1 Non-Bayesian Methods . . . . . . . .. ... ... ... ... ...,
1.42 BayesianMethods . . . . .. ... ... ... ... o
Formation and Evolution of Terrestrial Planet Atmospheres . . . . . . . ... ..

Chapter 2: ~ Understanding the Effects of Systematics in Exoplanetary

2.1
22

2.3

Atmospheric Retrievals
Introduction . . . . . . . . . e
Methods . . . . . . . . . e e
2.2.1 Framework for Statistics of Retrievals . . . . . ... ... ........
2.2.2 Forward Model Parameters . . . . . . . ... .. ... ... . ......
223 NoiseModel . ... ... . . . .. e
224 Retrieval Setup . . . . ...
Results . . . . . . . . e e
2.3.1 Opverfitting Due to Correlated Noise . . . . . .. ... ... ... ....
2.3.2  Which Parameters are Affected? . . . . .. ... ... ... .......

Vi

il

il

v

vi

viii

iX



2.3.3 Extensions to Other Planet Parameters . . . . . . .. .. ... ...... 38
2.4 Can We Tell if Systematics are Present? . . . . . ... .. .. ... ....... 45
2.5 DISCUSSION . . . . . . e e 52
2.5.1 ModelLimitations . . . . . . . ... 52
2.5.2 Instrumental Systematics . . . . . .. .. ... ... . .0 53
2.5.3 DataOutliersand FreeRetrieval . . ... ... ... ........... 56
2.6 Summaryand FutureWork . . . . . ... ... e 59
Chapter 3:  On the Composition Parameterization Problem for High MMW
Atmospheric Retrievals 60
3.1 Introduction . . . . . .. L e e e 60
3.2 Methods . . . . . . . e 64
3.2.1 Parameterizationmethods . . . .. .. .. ... ... ... 65
3.2.2 Modelatmospheres . . . . . . . . ... 71
3.3 Results . . . . . e 74
3.3.1 Comparison of parameterization methods atlowS/N . . ... ... ... 74
3.3.2 Comparison at higherprecision. . . . . ... ... ... ... ...... 78
3.3.3 Atmosphereswithaerosols . . . . . ... ... ... ... ........ 81
3.3.4 Comparison of Bayesian Evidences . . . . .. .. ... ... ...... 82
3.4 Whatis an Uninformative Prior? . . . . . . . . . . . . . . .. . 82
3.5 Summaryand Future Work . . . . . . . .. ... 90
Chapter 4:  Constraining the Thickness of TRAPPIST-1 b's Atmosphere
from its JWST Secondary Eclipse Observation at 15 micron 92
4.1 Introduction . . . . . . .. e e e 92
4.2 Methods . . . . . . . e e e 94
4.3 Results . . . . . . e 98
4.3.1 Atmospheric Thickness and Surface Composition . . . . ... ... ... 98
4.3.2 Prospects for Future Observations . . . . ... ... ... ........ 103
4.4 Discussionand Summary . . . . ... e e e e 105
Chapter 5:  Conclusions and Future Work 108
51 Conclusions . . . . . . . .. e 108
5.2 FutureWork . . . . . . 109
Appendix A: Regarding the Study of Correlated Noise 113
A.1l Retrieval Histograms for Various Planet Realizations . . .. ... ... ... .. 113
Appendix B: Facilities & Software used in this Thesis 118
B.1 Facilities . . . . . . . . e 118
B.2 Software . . . . . . .. 118

Bibliography 120

Vil



List of Tables

2.1 Summary of Equilibrium Chemistry Retrievals and the Input Parameters and Pri-
ors Used for the Hot Jupitercases . . . . . . . . . . . . . . .. ... .. .....

2.2 Summary of Equilibrium Chemistry Retrievals and the Input Parameters and Pri-
ors Used forthe Warm Neptune Case . . . . . . . . . . . . .. .. ...,

2.3 K-S Statistic of 2 and PIT Values. The K-S statistib,, measures the maximum
vertical discrepancy between the cumulative distributions (see Figure 7), of the
goodness of t, and the retrieval accuracy for each planet scenario. The rst col-
umn shows the two-sampl2 between the distributions of t 2 for the Gaussian
and correlated noise. The next two columns contairCtHeetween the expected
uniform distribution and the PIT value distributions from retrievals with Gaussian
and correlated noise, respectively. The nal column show®xtheetween the two
distributions. In all cases, the discrepancy is due to over tting and worsening of

27

28

retrievals. . . . . . . 41

3.1 Table summarizing the four cases of compositions and the forward model param-

eters used to generate the unpolluted spectrum. The mean molecular weight is

calculated self-consistently from the abundances. We run two sets of each mod-
els, with and withoutclouds. . . . . .. ... .. ... .. ... .........

viii

72



11

1.2
1.3

1.4

2.1

2.2

2.3

2.4

List of Figures

Con rmed planets to date plotted in the orbital period-radius space. The solar sys-
tem planets are also indicated. This gure was created using the NASA Exoplanet

Archive. . . . . . e 2
Observations in transit and eclipse geometry. Figure taken from[3]. . . . .. .. 4
The rstJWSTtransmission spectrum of rocky planet, LHS 475, showing a “fea-
tureless” spectrum. Figure taken from Lustig-Yaegeretal. [4]. . . ... ... .. 5

In the solar system, bodies with and without atmospheres are separated by the so-
called “Cosmic Shoreline”, or a line in the escape speed-insolation plane [5]. This

gure shows the Cosmic Shoreline but instead against cumulative XUV history,
thought to be the driving force behind atmospheric evaporation. The triangles cor-
respond to planned (colored) and potential (blank) targets observabl@\WBi

and are scaled to the Transmission and Emission Spectroscopy Metrics [6] The
further a target is to the bottom right, the less likely it is to have an atmosphere. . 16

The observed WFC3 data of HD 97658b [7] and the best-t PLATON spectrum

in full-resolution and binned (solid line). The residuals from the tare also shown

in the bottom panel. The best-t? is 56, and reduced? = 2:5. An unusual

upward trend in the residuals is present in the long wavelength limit, and the
residuals appear to be correlated with wavelength. . . . . . . ... ... ... .. 19
Schematic diagram of our method. We generate multipg0Q) observational
instances of a given planetary scenario and noise model, and perform atmospheric
retrieval on each spectrum USIRGATON. . . . . . . . . . . v v v v i v v e w .. 22
Simulated unpolluted spectra of the hot Jupiter cases. Both full-resolution and
binned depths are plotted. The offset case is identical to the clear case in the
WFC3 band. The main effect of clouds is the truncation of the bottom-most
depths comparedtotheclearcase. . ... .. .. ... ... ... ........ 26
Same as Figure 2.3, but for the warm Neptunecase. . . . .. .. ... ... ... 26



2.5 Comparison of Gaussian (left column) and correlated (right column) noise mod-
els for the clear hot Jupiter case. In the top row of panels, 5 randomly selected
spectrum realizations are plotted in color and the unpolluted spectrum is plotted in
black. The disconnection in lines indicate discrete instruments Spitzerdata
are shown separately in the inset plot. The assumed 75-ppm error bar is shown for
scale. In the bottom row of panels, the residuals relative to the unpolluted spec-
trum are shown. The effect of wavelength-correlation is discernible in the slightly
redder noise (i.e. the residuals appear subtly sparser due to less zero-crossings as
neighboring residuals are more likely to have the same sign) in the bottom right
panel, but would not be discernible in the top right panel without prior knowledge
of the ground-truth spectrum. . . . . . .. . . .. .. ... .. ... ... .... 30
2.6 Two-dimensional distribution comparing retrievals with Gaussian noise (black)
and correlated noise (blue). The three parameters shown are: the chi-squared be-
tween the unpolluted spectrum and the observation instance (Pju¢he re-
duced chi-squared between the best- t spectrum and the observation instance (Fit
2); and the PIT values for the retrieved posterior. The correlated noise allows for
over tting the spectrum, while simultaneously degrading the accuracy of the re-
trieval. We remind the reader that this corner plot is not showing a single retrieved
posterior result, but a composite of multiple posteriors. . . . . .. ... .. ... 33
2.7 Same distribution as in the right panel of Figure 2.6, but shown as a cumulative
distribution. The horizontal axis corresponds to the probability integral transform
(PIT) values for each retrieval; the vertical axis corresponds to the cumulative
fraction of all retrievals. The K-S metric measures the maximum vertical dis-
crepancy between two cumulative distributions, such as above, and values of this
metric are reported in Table 2.3. The expected uniform distribution (red), and our
independent noise (black) and correlated noise (blue) simulation cases are shown. 35
2.8 The distribution of retrieved means per each parameter, for independent noise
(black) and for correlated noise (blue), for the baseline hot Jupiter case. The input

values used to generate the spectrum are showninred.. . . . .. .. ... .. .. 38
2.9 The distribution of retrieved standard errors per each parameter, for independent
noise (black) and for correlated noise (blue), for the baseline hot Jupiter case. . . 39

2.10 Summary of the goodness-of- t and retrieval accuracy for the ve planetary cases;
black is for Gaussian noise, and blue is for correlated noise. The lled symbols
mark the peak in both distributions, and the error bars denote theptead. Val-
ues of 2 closer to unity imply a better t. Similarly, lower PIT values correspond
to a more accurate retrieval result. This plot shows the information in bottom
middle panel of Figure 2.6 for all ve cases. For the clear hot Jupiter with offset,
the retrieval accuracy is measured as the error in an 11-parameter Gaussian dis-
tribution; the rest are quanti ed in 9 parameters. The correlated retrievals clearly
have distinct distributions of goodness-of- t and accuracy of retrieval, but have
enough overlap such that one cannot discern whether a single retrieval instance
has correlated noise. . . . . . . . . . . .. 40



2.11 Distributions of each parameter, normalized by the retrieved uncertainty, for the
hot Jupiter retrievals. A value of 0 indicates that the retrieved mean coincides with
the input value. The dashed lines show the high-precision (10 ppm) case, and the
solid line shows the baseline (75 ppm) case. Only the Gaussian noise retrievals
are shown here, but the correlated noise case displays similar behavior. . . . . . . 44
2.12 Same as Figure 2.7, but for the high-precision case. The smaller data error results
in a better agreement between the ideal uniform distribution and the retrieval
accuracy in the Gaussian noiseretrievals. . . . . . . .. ... ... ... .. ... 45
2.13 Histograms showing marginalized posterior distribution for the correlation strength
parameter for a hot Jupiter on a WFC3-like wavelength grid. The relevant in-
put values for error multiple and correlation strength for each run is shown in
legend. Two posteriors are shown for each: one where only correlation strength
was retrieved (blue) and one where both error multiple and correlation strength
were retrieved (orange). The corresponding marginalized posteriors for the error
multiple are not shown. We note that our original model in Section 2.2 roughly
correspondsto 0.37 (seetext).. . . . . . . . . . ..o 48
2.14 Same as Fig 2.13, but for NIRSPEC-like wavelength grid. The horizontal scale
has been kept the same as Fig 2.13 and re ects the full width of the uniform prior
USEd. . . . e 49
2.15 Bayes factorB 1 of retrieval models that exclude error multiple (top) or corre-
lation strength (bottom) for WFC3-like data. The model that includes both hy-
perparameters is used as the baseline. A positive value indicates that the model
better ts the data while spanning a smaller prior volume and hence supports the
removal of the parameter. The interpretation of the strength of evidence is shown
in the colorbar. The Bayes factors are calculated as the difference in estimated
Bayesian log-evidence; the values in the table have a resulting uncertaint9:8f 50
2.16 Same as Fig 2.15, but for NIRSPEC-like spectrum. . . . . . ... ... ..... 50
2.17 Two observation instances (blue and orange) of the ground-truth spectrum (black)
for our baseline hot Jupiter case detailed in Table 2.1. The best- t spectrum for
each observationare alsoshown. . . . . . . .. ... ... .. ... ... 58
2.18 The retrieved posterior from the two input datasets from Figure 2.17. We only
show the relevant parameters. The colors corresponding to each dataset are the
same as in Figure 2.17. Black crosshairs indicate the ground-truth input values. . 58

3.1 The marginalized priors probability distributions for different trace- ller parame-
terizations, shown in log scale (left) and in linear scale (right). Solid lines and
dashed lines correspond to log and linear species, respectively; the lled his-
togram correspond to the ller species. The DF method “corrects” the prior of
the ller such that it more resembles a uniform distribution, with a slight taper
around unity due to the sum of log trace species. . . . . . . . .. ... ... ... 67

3.2 The marginalized priors probability distributions for single Trace-Filler and the
Centered Log-Ratio parameterization, shown in log scale (left) and in linear scale
(right). Solid lines and dashed lines correspond to log and linear species, respec-
tively; the lled histogram correspond to the llerspecies.. . . . .. ... .. .. 69

Xi



3.3

3.4

3.5

3.6

3.7

3.8

3.9

The implicit prior on mean molecular weight set by the different methods of
parameterizing the compostion. The peaks corresponds to speci ¢ gases, and the
different methods vary on what gases are allowed to be major components. For
the independent MMW retrieval, we set a uniformprior. . . . . . . . . ... ... 70
The forward model spectra corresponding to the 4 cases used. Spectra of clear and
cloudy atmospheres are shown with solid and dashed lines, respectively. The sim-
ulated data error from 2 transit observations with NIRISS and NIRSpec is shown
around a median featureless spectrum. The NIRSpec uncertainty is typically 40
ppm atR = 100; in other words, all 8 spectra are appreciably “ atlines”. . ... 73
Comparison of the posteriors for the 4 cases using 4 parameterizations, for 2
transits each of NIRISS and NIRSPEC of GJ 1132 b. The vertical bars represent
the ground truth values. The posterior for the MMW is inferred if not explicitly

retreived. . . . . . . e e e e e 75
Same as Figure 3.5, but now showing linear abundance (from 0 to 1) to show the
retrieved major component of the atmosphere. . . . . . . .. ... ... .. ... 76

Same as Figure 3.5, but now includes posteriors for 5 and 10 transits each of
NIRSPEC and NIRISS. The posteriors are now shown in a box plot style as the
median with their rst and third quartiles, with the full range omitted. We note

that the posteriors may not resemble Gaussian distributions and show quartiles
rather than the 1-sigma uncertainties. . . . . . . . . .. ... ... ... ..... 79
Same as Figure 3.7, but now in linear scale (from O to 1). The posteriors are now
shown in a box plot style as the median with their rst and third quartiles, with

the full range omitted. We note that the posteriors may not resemble Gaussian
distributions and show quartiles rather than the 1-sigma uncertainties. . . . . . . 80
Same as Figure 3.5, but now shows posteriors from atmospheres with opaque
clouddecks. The posteriors are now shown in a box plot style as the median with
their quantiles, with the full range omitted. We note that the posteriors may not
resemble Gaussian distributions. . . . . .. ... o o o 81

3.10 Violin plot comparing the Bayesian evidentag(Z ) for retrievals for 20 noise

instances. The connected lines indicate each noise instance. A lageimndi-

cates that the prior set by the parameterization weighs the peak likelihood higher.
The values shown here have typical uncertainties of 0.3. No one parameterization
method outperforms others across the board, as most of the evidence is contained
inthe likelihood peak. . . . . . . . . . . . . . . .. . 83

3.11 Violin plot comparing the changes in Bayesian evidenog ( Z ) with and with-

out CG for retrievals for 20 noise instances. The connected lines indicate each
noise instance. A smalletog Z indicates that the inclusion of GUs favored.
The values shown here have typical uncertaintiesof 0.4. . . .. ... ... ... 84

3.12 The density distributions of spectra sampled from each parameterization. Each

panel shows 3000 random instances of compositions drawn from the prior for

a GJ 1132 b-like planet. In the distribution for CLR (bottom right), the three
visually apparent modes correspond tgCH, CG;-, and CH-dominated atmo-
SPheres. . . . . e 86

Xii



3.13 CQ feature strength as a function of the £©@ixing ratio for a different mixtures

4.1

4.2

of background gas. The feature strength is obtained by the ratio of the transit
depth at 4.38 m (in band) and 1.39 m (out of band). To show the effects of
changing opacity and mean molecular weight (MMW), the solid lines correspond
to atmospheres in which MMW is calculated self-consistently from the mixing
ratios, while the dashed lines correspond to atmospheres for which MMW was
xed to that calculated from the background gas, even at higher mixing ratios
of CO,. The small black vertical bar represents the uncertainty on the features
strength obtained from the uncertainties on the transit depth for the simulated
observations as described in3.2.2. . . . . ... Lo 88

The eclipse spectra of various models run in this study. We show: a suite of at-
mospheric models that are 1eonsistent with the observatiotop leff); bare
surface models, which are all consistent with the observatiom right); 100

% CO, atmosphere models at various surface pressi@sofm lefy; and mod-

els with surface pressures of 0.1 bar, varying the compositioogam righ).

The compositions denote that the rst species is the dominant species, with the
second species in indicated trace amounts. The binned depths at F1500W and
F1280W are shown as markers, as well as each bandpass function weighted by
the stellar spectrum. We also show, in dashed lines, the eclipse depths resulting
from blackbodies at 508 K (blue) and 400 K (red), corresponding to no redistri-
bution f = 2=3) and full redistribution { = 1=4), respectively. On the upper

right panel, dashed lines indicate grey albedo surface models. The features in the
blackbody eclipse spectrum arise due to spectral features stehar spectrum. . 97
The binned eclipse depths and their brightness temperature in the F1500W band
for all of the atmospheric models run, varying the pressure of the atmosphere at
the surface. Models atmospheres that do and do not includea@3hown in the

left and the right panel, respectively. The measured eclipse depth from Greene
et al. [2] is shown as the solid black line, and its 1grey) and 3- (red) uncer-
tainties are are also shown, as well as the corresponding brightness temperatures.
The compositions denote that the rst species is the dominant species, with the
second species in indicated trace amounts. Atmospheres @8 ppm CQ are
consistent with the measurement at dnly if the atmospheric pressure is less
thanO.1bar. . . . . . . . . e 98

Xiii



4.3

4.4

5.1

Al

A.2

A.3
A4

The temperature-pressure (T-P) pro les of the model atmospheres in radiative-
convective equilibrium. Models atmospheres that do and do not inclugea&O
shown in the left and the right panel, respectively, similarly to Figure 4.2. The
optically thick region of the T-P pro les below the photosphere=(2=3) at =

1479 m are shown with thick lines. The markers indicate the surface pressure
of each model atmosphere. The compositions denote that the rst species is the
dominant species, with the second species in indicated trace amounts, &hd N
O,-dominated atmospheres completely overlap in the left panel. It can be seen
that while near-infrared absorbers such a®tan cause thermal inversions, they
occur at regions where the atmosphere is optically thin and hence will not result
in emission features in the spectra. For most of the models that do not contain

CO,, the atmosphere is optically thin in the F1500W bandpass down to the surface.

A color-color-like diagram of predicted binned eclipse depths in the F1280W
band (horizontal axis) and the binned F1500W eclipse depths for all of the model
atmospheres, along with their brightness temperatdigdr{ each band. Models
atmospheres that do and do not include,G@e shown in the left and the right
panel, respectively. The measured eclipse depth from Greene et al. [2] is shown
as the solid black line, and its 1{grey) and 3- (red) uncertainties are are also
shown. The vertical axis is identical to Figure 4.2, but is zoomed to focus on
models consistent with the F1500W observation, alongside the expected F1280W
uncertainty ( 100ppm) shown as an errorbar. The binned eclipse depths for a
blackbody over a range of temperatures is shown as a multi-colored line. The
temperature of the blackbody can be read off fromThén either axes, by de -
nition. The corresponding, and bond albedoX) at each con dence interval is

also shown. All models that include G@n the left panel) lie on the right side of

the blackbody line, indicating a high&g in the F1280W than in F1500W due to

the CQ absorptionat 15 micron. The compositions denote that the rst species

is the dominant species, with the second species in indicated trace amounts. As
one follows each composition line, atmospheric pressure stat® &bar close

to the observed F1500W measurement and increases in 1-dex intervals as in Fig-
ure 4.2 with generally decreasing 15 eclipse depths. We do not show the bare
surface depths in this gure, but they lie close to the blackbody line and deviate

99

less than 25 ppmin eitherbandpass. . . .. ... ... ... .. ... ...... 102

Observed trend in normalized brightness temperatures of rocky planets observed

so far, as a function of their irradiation temperature. . . . . . .. ... ... ... 110

Same as Figure 2.8, but for the hot Jupiter case including offsets. This gure
now includes panels for both instrumental offsets in addition to the original set of

retrieved parameters. . . . . . . ... e e 114

Same as Figure 2.9, but for the hot Jupiter case including offsets. This gure
now includes panels for both instrumental offsets in addition to the original set of

retrieved parameters. . . . . . . .. L e e 114

Same as Figure 2.8, but for the cloudy hot Jupitercase. . . ... ... ... ...
Same as Figure 2.9, but for the cloudy hot Jupitercase. . . . ... .. ... ...

Xiv



A.5 Same as Figure 2.8, but for the high-precision hot Jupitercase. . . .. ... ... 116

A.6 Same as Figure 2.9, but for the high-precision hot Jupitercase. . . .. ... ... 116
A.7 Same as Figure 2.8, but for the warm Neptunecase. . . . ... .. ... .. ... 117
A.8 Same as Figure 2.9, but for the warm Neptunecase. . . . . ... ... ... ... 117

XV



Chapter 1: Introduction

1.1 Why Observe Exoplanets and Their Atmospheres?

Hypothesizing alien worlds on planets orbiting stars other than our own Sun, known as
extrasolar planets or exoplanets, has deeper roots than what may be apparent from how relatively
young the eld of exoplanetary science is. In one of the earliest examples, Democritus (c. 460 - c.
370 BCE) posited, “In some worlds there is no Sun and Moon, in others they are larger than in our
world, and in others more numerous. In some parts there are more worlds, in others fewer (...); in
some parts they are arising, in others failing. There are some worlds devoid of living creatures or
plants or any moisture.” The actustudyof exoplanets did not take off until observations much
later, of course, when the rst exoplanet around a pulsar was found in 1992 [8]; two years later,
the rst exoplanet around a main sequence star was discovered [9]. Since then, 5,632 exoplanets
have been con rmed as of this writing according to the NASA Exoplanet Archive [10], spanning
various sizes, mass, and orbital periods, as shown in Figure 1.1.

Of course, studying exoplanets extends beyond the mere cataloging of distant worlds. We
also wish tocharacterizethem; that is, identify the ongoing processes, composition, and struc-
ture of the atmosphere and the interior. In the bigger picture, there are a few related scienti c
goals here. First and foremost, we aim to understand wivereome from. How do planets

form, evolve, and possibly lead to the presence life? The diverse outcomes of planet formation
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Figure 1.1: Con rmed planets to date plotted in the orbital period-radius space. The solar system
planets are also indicated. This gure was created using the NASA Exoplanet Archive.

seen in exoplanets offer a broader sample size than the solar system (by a few order of magni-
tudes) for answering basic questions about planet formation (Figure 1.1). Secondly, we test our
knowledge of planetary and atmospheric physics, utilizing the various extreme environments that
exoplanets provide as scienti ¢ labs, especially those conditions that we cannot easily recreate
experimentally. This includes, for instance, uid dynamics [11], radiative transfer [12], molecular
and atomic line lists [13, 14], and high pressure equations of states [15, 16]. Finally, we wish to
study the diversity of worlds and habitability. By understanding what planetary conditions are
possible, we can establish a context in which we can understand our own.

For this purpose, the atmospheres of exoplanets have been the primary target of observation
beyond their bulk properties such as mass and radius. An atmosphere is the layer of gas that
shroud a planet, and, being the outermost part of the planetary environment, is the most amenable
to being observed via remote sensing [17, 18]. Atmospheric observations provide measurable

information on the planet's climate and chemistry, which can in turn inform the characterization



of e.g. the formation history [19], interior structure [20, 21], surfaces [22] and oceans [23], and

biological processes [24]

1.2 Observations of Transiting Exoplanet Atmospheres and Surfaces

1.2.1 Observing geometries and modes

Transiting exoplanets are exoplanets whose orbital inclination is aligned with our line of
sight such that they pass in front of and behind the host star. For these targets, the geometry
allows for a number of differential measurement techniques to separate the planetary atmosphere
from the stellar emission. One can observe the change in the observed ux at each wavelength
as the planet passes in front of or behind the star, called transmission and emission observations,

respectively.

1.2.1.1 Transmission spectroscopy

Transmission spectroscopy involves observing the starlight that passes through the planet's
atmosphere during a transit. As the planet passes in front of its host star, it blocks the stellar ux
equal to the projected area of the planet relative to the star, producing a drop in ux, called transit
depth = (R =Rs)?. In practice, the stellar disk is not uniformly bright, and the transit depth
is obtained via simultaneous modelling of the limb darkening and the transit in the light curve.

Information about the atmosphere is encoded in how this transit depth varies with wave-
length; the starlight blocked by the planet Iters through the planet's atmospheric layers, leaving
imprints in the form of absorption lines. These spectral lines correspond to speci ¢ wavelengths

where atmospheric gases absorb light; for instance, as water is opaque i, i atmosphere



Figure 1.2: Observations in transit and eclipse geometry. Figure taken from [3].

will appear larger than compared to, say 11, outside the absorption band of water. If the
height at which the atmosphere is opaque can be describadiages the atmospheric scale

heightH = kg T=g, or the height over which atmospheric pressure changes by an e-fold, the

spectral feature size can be written as:

2
= Bp MH)” g”H)Z % = 2nR,H=R2; (1)

Typically n is of order unity to ten.

It can be seen here that the spectral feature sizes will be larger for planets with: (a) larger
planetary radius; (b) hotter temperature; (c) low mean molecular weight; (d) low mass (or grav-
ity); and (e) small host star radius. Historically, this has naturally pushed characterization via
transmission observations towards hot Jupiters, with nominal values (for say, HD 209458 b) being

1%, and 0:1%[25, 26]. For Earth-like planets, with smaller radius, cooler temperature,

and higher mean molecular weight, both of these values could easily be 3 orders of magnitude



Figure 1.3: The rstJWSTtransmission spectrum of rocky planet, LHS 475, showing a “feature-
less” spectrum. Figure taken from Lustig-Yaeger et al. [4].

smaller. This also pushes observations towards planets around smaller stars, asRsmatler
creases the spectral feature size. As such, despite the superior sensitigdftransmission
spectra of small, rocky planets have frequently been observed to be “featureless” spectra, where
the data is consistent with both a bare rock or a cloudy atmosphere (a at line) or an atmospheric

spectrum with small scale height (Figure 1.3).

1.2.1.2 Emission spectroscopy

Emission observations, on the other hand, disentangle the light emitted or re ected by
the planet itself during secondary eclipses when the planet passes behind its star [25, 27]. Just
before the secondary eclipse, the observed light from the system comprises the ux from both
the host star and the emitted and re ected dayside of the planet. During the eclipse, the planet's
emitted and re ected light is blocked, thus allowing for a differential measurement. At longer

wavelengths, where re ection contributes negligible ux, the thermal emission from the planet



produces eclipse deph,=F:

Fp _ R_ﬁB (Tp; )
Fs R2B (T’

(1.2)
where it is assumed that the planet and star emit as perfect blackbodies with the wavelength-
dependent uxB (T).

Here, the information about the atmosphere is encoded in how the eclipse depth varies
with wavelength. Due to the changing opacity with wavelength, the height of the photosphere
of the atmosphere, where optical depth is of order unity, varies with wavelength. As such, a
vertical temperature gradient in the atmosphere gives rise to spectral features. For a decreasing
temperature with altitude, one sees a cooler part of the atmosphere at wavelengths where a gas
absorbs, producing shallower eclipse depths at those wavelengths. For an increasing temperature
with altitude, called thermal inversion, one sees a hotter part of the atmosphere, producing deeper
eclipse depths [28, 29].

For transmission spectroscopy, thesolutedepth is generally of less interest as planetary
radius can be found without the use of a spectral observation. On the other hand, for eclipse
observations, the absolute eclipse depth can be of interest as in can constrain the dayside heat
budget of the planet. This allows for the technique of measuring the thickness of the atmosphere

for rocky planets, as a thick atmosphere will cool the dayside via circulation, which | describe in

detail in Chaper 4 [2, 30, 31, 32, 33].



1.3 Atmospheric Modelling

Exoplanetary atmospheres are always observed in an integrated sense, as opposed to solar
system planets where remote sensing can resolve the disk of the planet or in situ measurements
allow for strati ed measurement in the local environment. As such, we must invoke fundamental
physics to carefully model the planetary atmosphere to disentangle the various information in the
observation. Additionally, a theoretical model spectrum is necessary to evaluate the feasibility of
an observation and assess what information can be gained from which set of observations [34].
Towards both of these purposes, broadly speaking, modelling codes come in two favead
models andetrieval models. | will illustrate the difference between the two by describing the
two codes used in this dissertation.

In this dissertation, | use two planetary modelling codes,10s [35, 36, 37] andPLATON
[38, 39]. HELIOS is a self-consistent 1-D forward modelling code that iteratively solves for the
thermal structure of a planetary atmosphere in radiative-convective equilibrium with its chemi-
cal composition; the thermal structure can then be processed to produce the emergent planetary
emission spectra and hence an eclipse spectrum. The self-consistency is particularly important for
modeling emission spectra, as the vertical temperature gradients produce the emergent spectral
features.

On the other hand?LATON is a retrieval code for transmission and eclipse observations,
and, as such, the forward model therein does not enforce self-consistency and makes simplifying
assumptions, such as a vertically xed chemical abundances in the atmosphere. The simplify-
ing assumptions are necessary to run the model a large nutdbef)(of times, embedded in a

parameter estimation scheme. As the transmission spectra are less sensitive to the vertical tem-



perature gradients, | usg ATON for generating transmission spectrum. A full description of the
two codes can be found in the respective sources; | will outline the physics the two codes solve

for in this section and unpack the jargon in this section.

1.3.1 Physical structure of the atmosphere

Both models are 1-D models and treat the atmosphere as vertically strati ed slabs. The
atmospheric modelling simultaneously solves for four variables that depend on each other: pres-
sure, temperature, chemical composition, and heat transport. A reasonable assumption is to as-

sume hydrostatic equilibrium, in which gravity is balanced by the pressure gradient:

; (1.3)

where the gravity varies with altitude while the enclosed mass is constant. This implicitly assumes
the atmosphere contributes negligible mass.

Additionally, the models assume ideal gas as the equation-of-state describing the pressure:

(2)ke T(2)

P(z) = n(2)kg T(2) = Dmn (1.4)

where (z) describes the mean molecular weight (MMW).

Both HELIOS and PLATON allow for thermochemical equilibrium (or just chemical equi-
librium in common parlance), in which the composition of the atmosphere, given an elemental
composition, is determined entirely by the local pressure and temperature by minimizing the
Gibbs free energy [40, 41]. The so-called non-equilibrium effects, such as vertical mixing or

photochemistry, are not natively considered [42, 43]. However, most of the models in this disser-
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tation concern small planets, for which equilibrium chemistry is not expected. For these planets,

a common simplifying assumption is to assume a vertically xed composition [44].

1.3.2 Radiative-Convective Equilibrium

As stated earlier, a key difference between the two codes isTH@yis treated. On one
hand,PLATON, being a retrieval code, treats the thermal structure parametrically using analytical
functions (or assumes a simple isotherm) [45, 46] and therefore does not enforce any energy
balance, global or local. On the other hard/10s iteratively solves for the thermal pro le such
that local energy balance is satis ed at each layer. That is, the divergence of the net bolometric
ux is zero at every vertical layer, absent of any additional heating sources such as latent heat or

horizontal transport:

QF _ @F  Fy)

dT(z) _
@z @z B

= (2)G gt 0; (1.5)

at each vertical layer, where the arrows indicate upwelling and downwelling stream uxe&s and
is the speci ¢ heat capacity. Equilibrium is reached by timestepping through changes in temper-
ature at each layer.
Once the radiative equilibrium has been reacld, | 0s then checks if each layer is stable
against convection, using the Schwarzschild criterion [36, 47]:
dT <9

dz a; (1.6)

where the right hand term corresponds to the dry adiabatic lapse rate. Currently, the public version

HELIOS does not account for moist adiabats [48, 49] or convective overshooH{EOjos makes
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convective adjustment to satisfy convective equilibrium in the layers with superadiabatic lapse

rate.

1.3.3 Bare rock planets

Here we de ne a number of temperatures, equilibrium temperature, surface temperature, and
brightness temperature as they apply to observations of bare rock planets. For a bare rock planet,

spectral ux at the surfacdsy, , is given by:

Fp; =F + F = A F#; +(1 A ) B (Tsurf); (17)

p: sw P, w

where the term&,. ., andF are the shortwave re ection of the incident stellar .

P w

and the longwave outgoing planetary ux, respectively. Notice the emissivity {&rmA ).

Surface temperature

The maximally hot dayside temperature is found by setfing= O:

1
2

EN[

R
a

2
3 Te: (1.8)

Thax =

where the numerical factor @faccounts for the spherical geometry and arises due to integration

of cosines, and sinde, = F, the surface temperature becomes:

Bl

1 A
Tsurf = ﬁ Tmax (1 . 9)

andA,, > A, cools the surface temperature.
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Equilibrium temperature

The blackbody ux at the equilibrium temperature matches only the longwave planetary
emission and not the bolometric (otherwise the albedo would just cancel out). This also implicitly

assumes that the re ected and emitted spectrum don't overlgps found by:

N

1
2

Teq = (1 Asw )%

R
— Te: 11
T (1.10

N

The equilibrium temperature only depends on the Bond allfegobecause by de nitiorTq
is the surface temperature whéy), = 0. For a realistic surface with ,, 0, the surface
temperature is similar to the equilibrium temperature, but see Appendix B of [51] for how non-

unity emissivity affects estimating the Bond albellg, .

Brightness temperature

The brightness temperatur®,. , is found by matching the blackbody at a given wave-

length:

B (Tb; ): (1 A )B (Tsurf); (1.11)

for longwave emission. In general, even for a grey alb&do= A, the brightness temperature
varies with wavelength and is not equal to the equilibrium temperature, unless of éoarfe
In practice, this is a pretty minor effect [52].

If we go out to longer wavelength3,. ! (1 A)Tnax for bare rock planets as we

approach the Rayleigh-Jeans limit, but for MIRI observations of cold rocky planets the limit may
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not always hold.
Additionally, Iters are not in nitely narrow, so one has to actually integr&eé8 d over
the Iter bandpass (weighted by the bandpass funcBonfor a grid of temperatures to nd the

brightness temperature.

1.3.4 Accounting for Redistribution in a 1D Model

As HELIOS is a vertical 1-D model, it does not directly model the effects of horizontal
atmospheric transport between the dayside and nightside. Instead, it employs a scaling developed
by Koll [53] to calculate the dayside energy budget, where the redistribution fadtora tidally
locked (or slowly rotating) planet depends on the surface pregkuelongwave optical depth

w ,» and equilbrium temperatuiieg:

— 4=3
Psurf 2=3 Teq

5 LW Thar 600K

- et (1.12)
K + Psyt 273 Teq
LW Tpar 600K

wherek is a term that captures all planetary parameters other than the three variables and can be
assumed to be 2. The scaling follows the expectations that, in the uniform redistribution limit
for thick atmospheres, &y¢; w !'1 ,f ! %, and, in the no redistribution limit for thin
atmospheres, &yu; w ! 0,f ! 2

In the current implementation efELIOS, this scaling is employed by subtracting the ap-
proximated transported heat budget from the incident stellar ux to calculate the dayside energy
budget, and therefore does not consider the vertical dependence of the day-to-night heat ow.
Regardless, this scaling has been validated against global circulation models that consider full

three-dimensional ow to be able to successfully reproduce observations [32, 52].
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1.4 Atmospheric Retrieval and Bayesian Methods

Characterizing the atmosphere of an exoplanet from its observations constitutesrae
problem instead of solving for the atmosphere and its observation from physical properties, one
aims to derive statistical constraints on the unknown physical properties from the given measure-
ments via a forward model tied to robust parameter estimation methods. This is done via running
a large number of forward models to simulate spectra in a multidimensional parameter search and
comparing them to the observed measurements, thereby nding the set of parameters and their

uncertainties [34, 46].

1.4.1 Non-Bayesian Methods

| will instead brie y describenon-Bayesian methods, and why one might use them as | do

in Chapter 4. When there is insuf cient information in the data to constrain the model parame-
ters (either due to resolution or signal-to-noise), however, one typically has to resort to a simpler
approach such as grid- tting, where one runs a suite of self-consistent models on a grid of pa-
rameters of interest to nd solutions that best t the data. In this scheme, compared to a retrieval,
one is making more physical assumptions about the atmosphere by imposing self-consistency
and, generally, the uncertainties on physical parameters is typically not retrieved. This approach
was popular, for instance, in characterizing exoplanet atmospheres from Spitzer observations and
was used to infer e.g. thermal inversions in hot Jupiters [28, 54, 55]. The observation of smaller

targets withJWSTnecessitates this approach once again.
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1.4.2 Bayesian Methods

Bayesian approaches to inference make use of Bayes' theorem to estimate a set of param-
eters_ and to select for models. Given a modi#land a set of observationys Bayes' theorem

states that:

Pr(yj_sM)Pr(_jM)

Pr(yiM) ; (1.13)

Pr(_jy;M) =

from which we de ne the terms posterior probabiliB(_), likelihood L (), prior probability

(L), and evidencé& , respectively, as:

p(y= 2 O (_)z SF (1.14)

Here, while the likelihood corresponds to the probability of the data given the model and the
parameter, the posterior probability corresponds to the probability distribution of the parameters
given the data and the model. The prior probability corresponds to the probability distribution of
the parameters given the model, before the data has been observed. The prior could be construed
as supplying additional information to shape the posterior that is based on the data.

The evidence is calculated via integrating the likelihood function over the prior space:

Z
Z= L) (Od_: (1.15)
For posterior estimation, the evidence is only a normalizing term, ensuring the posterior

sums to unity over the parameter space. The evidence can also be used for model selection prob-
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lems, where the relative probability of two different models given the data, or the odds ratio, can

be obtained via the evidence ratio. This is justi ed by:

Pr(Majy) _ Pr(yjM1)Pr(My) _ 21,
Pr(Mojy)  Pr(yjM1)Pr(Mo)  Zo’

(1.16)

which makes the assumption that the prior relative probability of the models is unity.
Bayesian methods have become the standard in atmospheric retrievals, used to infer the

required model complexity, e.g. whether a gas species should be considered or not [46, 56, 57].

1.5 Formation and Evolution of Terrestrial Planet Atmospheres

While gas giant planets retain the primordial, H-dominated atmospheres from formation,
terrestrial planets are prone to losing their primordial atmospheres and forming secondary atmo-
spheres, the composition of which can re ect the various pathways to forming these atmospheres.

\olatiles can be trapped during early formation or be delivered by planetary embryos and
planetesimals during the late stages of planet formation [58]. Theses volatiles can then be out-
gassed from the interiors, forming secondary atmospheres [21, 59].

X-ray and ultraviolet (XUV) radiation from stars can drive atmospheric escape processes
that signi cantly in uence the volatile content of terrestrial planets, potentially leading to com-
plete atmospheric loss in some cases [60, 61]. Nonetheless, substantial atmospheric escape can
be counterbalanced by vigorous outgassing from the interior or from magnetic shielding [62],
rendering it dif cult to predict the atmospheric extent of terrestrial exoplanets.

As such, whether terrestrial exoplanets have atmospheres at all is still an open question,

especially those around M stars, whose cumulative XUV irradation is greater than around Sun-
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Figure 1.4: In the solar system, bodies with and without atmospheres are separated by the so-
called “Cosmic Shoreline”, or a line in the escape speed-insolation plane [5]. This gure shows
the Cosmic Shoreline but instead against cumulative XUV history, thought to be the driving
force behind atmospheric evaporation. The triangles correspond to planned (colored) and po-
tential (blank) targets observable wilhVSTand are scaled to the Transmission and Emission
Spectroscopy Metrics [6] The further a target is to the bottom right, the less likely it is to have an
atmosphere.

like stars, due to more of their bolometric ux coming from XUV and being longer-lived [63].

For instance, Figure 1.4 shows targets that can be observed]W8T in the escape speed-

XUV insolation plane. In the solar system, bodies with and without atmospheres are separated
by the so-called “Cosmic Shoreline”, or a line in the escape speed-insolation plane [5]. All of the
JWSTtargets are around M stars due to the favorable signal size, and it can be seen that, scaled
relative to the solar system, they are all on the side of the Comsic Shoreline that is unlikely to
have an atmosphere. The lack of a clear picture underscores the need for ongoing and expanded

observational studies.
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Chapter 2: Understanding the Effects of Systematics in Exoplanetary

Atmospheric Retrievals

2.1 Introduction

Inverse modelling the transmission spectra of exoplanets allows for extracting information
about various properties and processes in the atmosphere. This is commonly done by pairing a
forward model, which generates a spectrum from atmospheric parameters, and a parameter esti-
mation scheme, which samples the parameter space to compute the probability distribution of the
set of parameters. This method of analyzing observed spectra, called atmospheric retrieval, orig-
inally developed for remote sensing in Solar System bodies, [e.g. 64] has become a standard tool
in characterizing exoplanetary atmospheres and has allowed for measuring abundances of vari-
ous species and identifying atmospheric phenomena such as the presence of clouds and thermal
inversions [e.g. 65, 66, 67, 68, 69, 70, 71].

Recently, there has been a growing body of work that addresses the potential to be mis-
led by incomplete physics or simplifying assumptions used in retrievals, often invoked to speed
up the computation and make the retrieval feasible [e.g. 72, 73, 74, 75, 76, 77]. These studies
are especially germane in preparation for interprefimgmes Webb Space Telesc@ipp@/ST) ob-

servations, the precision of which will now render the ner details of the model consequential.
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Such details include 3-dimensional atmospheric structure, host star effects, aerosol models, and
disequilibrium chemistry. The general method used in the aforementioned works is to retrieve
on a synthetic spectrum generated by a more complex and complete forward model and then in-
spect the retrieval result to quantify what bias may be incurred, with the aim of making judicious
choices as to how and which model complexity and compromises should be introduced to the
retrieval's forward model.

Adopting a similar approach, we focus on a separate but related issue in this work. A univer-
sal assumption made in atmospheric retrieval is that the reported errors in the observed spectrum
are Gaussian and independent. This assumption is encoded into the cost function one tries to
minimize during the parameter estimation, which is invariably a chi-squared statistic that does
not take the covariance between the residuals into account [65, 69, 78], While this assumption is
a reasonable starting point for analyzing observations, as data quality reaches unprecedented pre-
cision and as retrievals incorporate increasingly sophisticated forward models and more rigorous
statistical methods, it is necessary to understand the signi cance of the assumption of indepen-
dent errors.

As further motivation for this work, there have been observations that hint at the extent
to which errors may be correlated with wavelength. To pull one such example from the litera-
ture, we identify the observed spectrum of HD 97658b with the WFC3 instrumehiubble
[7]. The retrieval on this dataset strongly favors either high-metallicity or cloudy atmospheres,
corresponding with a nearly featureless transmission spectrum (a at line). However, none of the
forward models considered by Guo et al. [7] provide an excellent t to the data. For example, we
show the best- tPLATON [69] spectrum in Figure 2.1, which yields a reduced chi-squared of 2.5

(with 21 degrees-of-freedom) and is ruled out by the data at 4(9Ve note that Guo et al. [7]
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can nd models that provide a high-quality t to their data by scaling their formal error bars by a
factor> 1 — a practice that we weigh in on later in this chapter and that we do not endorse.) As
can be seen in Figure 2.1, the best- t spectrum produces residuals that are possibly correlated.
One rudimentary method of quantifying correlation is to count the number of zero-crossings,
which should follow a symmetric binomial distribution if the noise were independent. Addition-
ally, an unusual upward slope is seen in the residual in the redmost edge. A similar behavior was
seen in the observed spectrum of KELT-11b [see 79, Figure 20]. This could be attributed to either
complicated physics unaccounted for in the forward model or the presence of correlated noise in

the data.

Figure 2.1: The observed WFC3 data of HD 97658b [7] and the best-t PLATON spectrum in
full-resolution and binned (solid line). The residuals from the t are also shown in the bottom
panel. The best-t 2 is 56, and reduced? = 2:5. An unusual upward trend in the residuals is
present in the long wavelength limit, and the residuals appear to be correlated with wavelength.

Potential sources of correlated noise are numerous and include faulty data reduction due to
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incorrect orbital parameters or incomplete subtraction of stellar contributions [80, 81]. Choices
made during the data reduction, such as the choice of a model to remove visit-long trends, can
potentially produce a wavelength-dependent correlated effect in the spectrum [see 7, Figure 7].
More fundamentally, the removal of instrumental systematics such as ramping or horizontal shifts
in Hubbledata has intrinsic uncertainties and may potentially manifest themselves in wavelength-
dependent manners [82].

For space-based observation facilities, there are some reasons from observer experience
to suspect that correlated noise is more likely in the case of a very bright host star, for which
the instrumental systematics either behave differently or become more apparent due to lower
photon noise. In Stevenson and Fowler [83, Figure 9], it can be seen that no observations with
bright host stars of J-band magnitude8:5 meet the ideal precision per orbit, instead maxing
out at 35 ppm. (Interestingly, our previously-discussed example case of HD 97658b ts into
this category, with a J-magnitude of 6.2.) This effect has been attributed to unaccounted for
wavelength-dependent systematics, that have no guaranteed way of being completely modelled
out. In the case of ground-based observations, the highly time-dependent telluric contamination
may also be a potential source of correlated systematics.

A separate, but related cause of wavelength-dependent correlation in data errors arises when
combining data from various instruments to gain a wider wavelength coverage. Each instrument
has its own instrumental systematics and data reduction pipeline, leading to distinct noise statis-
tics among datasets. More fundamentally, these observations are not simultaneous and are hence
subject to differing conditions with respect to stellar and planet variability. An insuf cient num-
ber of observed transits may admit such variability in the data, even if the desired signal-to-noise
ratio is formally achieved. Some retrieval analyses have inclatktoc“offset” parameters,
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which vertically shift all measured transit depths from one dataset by a variable amount, to t
for the discrepancies between datasets, but doing so can induce bias in the estimation of other
parameters [84].

Another issue arises in how outliers in the observed data are interpreted in a retrieval. After
tting a spectrum to data, the presence of anomalous outliers in the residuals is certainly within
expectation of what can happen, and statistical methods such as bootstrapping, though rarely used
in retrieval studies, do offer objective criteria to exclude these outliers. However, the fact that we
rely on the best- t spectrum to determine outliers raises the question if a statistically equivalent
datum could have been accommodated for as a detected feature if it happened to have occurred
at where we expect one. This problem is especially pertinent in the context of retrievals with
non-equilibrium models. It particularly affects resolution-limited observations and species with
single, narrow features, e.g. atomic lines such as Na or K for which only one or two data points
dictate the retrieved abundance.

Given the number of potential issues raised above, in the present work we aim to address
the question: how reliable are our atmospheric retrievals and what are best practices in the face
of these idiosyncratic data systematics? We perform atmospheric retrievals on simulated spectra,
while varying the noise properties, and conduct a detailed analysis of the retrieved parameters.
Such an analysis provides a statistical context in which one can assess the credibility of a retrieval
beyond a raw retrieved posterior. In what follows, in §2.2 we describe our planet parameters and
noise models used; in 82.3, we present our ndings in how retrievals are affected; in 82.4, we test
whether correlation can be retrieved during retrieval; in 82.5, we discuss how we might be able to
better understand the sources of these systematics and implications for future telescopes; in 82.6

we summarize and conclude.
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2.2 Methods

2.2.1 Framework for Statistics of Retrievals

To study how non-Gaussian error can bias the retrieval results, we perform retrievals on
simulated data generated with and without correlation in the noise. Here, by using the same for-
ward model to create the synthetic spectrum and to retrieve on it, we remove model dependencies
as much as possible and are able to examine the bias due to noise in isolation. To obtain statistics

of retrievals, we use the following procedure (also shown schematically in Figure 2.2):

Figure 2.2: Schematic diagram of our method. We generate multi@d@) observational in-
stances of a given planetary scenario and noise model, and perform atmospheric retrieval on each
spectrum usingLATON.

1. Choose the input parameters of a planet, such as radius, temperature, metallicity.

2. Run the forwardPLATON [69] model to produce the unpolluted spectrum of the atmo-

sphere.

3. Bin the full-resolution unpolluted spectrum to the chosen wavelength bins.
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4. Choose a noise model (independent or correlated) and noise parameters that simulate the

noise of a real observation.

5. Sample a noise realization of the binned spectrum using the noise model.

6. Perform retrieval analysis on the simulated data.

7. Repeat steps 5 and 6 a suf cient number of times such that the retrieved parameters can be

combined to generate reliable statistics.

We usePLATON [version 3.0; 69], an open-source retrieval tool, as the forward and retrieval
model for transmission spectmLATON has the advantage of being extremely fast for a retrieval
code (under 30 minutes per run), which is suitable for our application as we perform hundreds
of retrievals with randomly sampled noise realizations. We perform this process only on trans-
mission spectroscopy, as the geometry allows for assuming an isothermal atmosphere, greatly
reducing the number of free parameters in our model as well as the computation time per run.

We repeat the above procedure for ve cases of observation: a clear hot Jupiter, a clear hot
Jupiter with offsets between datasets, a cloudy hot Jupiter, a clear hot Jupiter at BUytEeF (
like) precision, and a warm Neptune. In what follows, we describe the forward model parameters,
the noise model, and the retrieval setup. A summary of the input parameters and the assumed

priors for each set of retrievals is provided in Table 2.1.

2.2.2 Forward Model Parameters

To best imitate retrievals on actual observations, we choose input parameters and spectrum

bins similar toHubble and Spitzerobservations of the canonical hot Jupiter HD 209458b and
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exo-Neptune GJ436b which have reliable data and have been studied in the context of retrievals
[85, 86, 87, 88, 89, 90]. We adopt the measured mass, radius, and temperature of each planet, and
set the log-metallicity to 0.3 and carbon-to-oxygen ratio to the solar value of 0.53 [91].

We also choose to include clouds and hazes in our model. Such aerosols have been found
to be ubiquitous in exoplanetary atmospheres [e.g. 92, 93] and produce a spectral signature that
can be degenerate with other parameters [94,®5TON accounts for clouds and hazes using
a parametric model. The user can specify a grey cloud-top pressure, the atmosphere absorption
below which is truncated, and an amplitude and slope in the optical end of the spectrum to account
for a non-Rayleigh slope caused by Mie scattering. In summary, the aerosol opacis/given

as:

P>Pgoud: aer=1

P <Pcoud: aer/ @ ;

wherea=1 and =4 corresponds to Rayleigh scattering from the gaseous atmosphere.
For our cloud-free simulations, we choose a low-altitude cloud-top pressure of 0.5 bar.

For our cloudy simulations, we choose 0.1 mbar such that clouds obscure roughly half of the
spectrum while preserving some molecular features. Similarly, we adopt a nearly-Rayleigh slope
of 4.3 and amplitude of 1, indicating no excess Rayleigh scattering from aerosol particles. We
stress that since we use the same forward model in the retrieval to isolate the effects of noise
from model systematics, the speci c choices in parameters are not of great importance as long
as they can be correctly retrieved and as long as we select a set of forward models that span a

representative set of exoplanet atmospheres.
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We choose a wavelength range that spans observations frorutiide Space Telescope
(HST) spectrographs most commonly used for exoplanet atmospheric investigations — speci -
cally the Space Telescope Imaging Spectrograph (STIS) and Wide-Field Camera 3 (WFC3) — as
well as photometric observation from tBgitzer Space Telescaope the STIS wavelength range
we follow the bins of Knutson et al. [87]; in the WFC3 wavelength we choose 33 equal sized bins
between 1.01 m and 1.64 m [96]; for Spitzer we include observations in the photometric bands
of the IRAC instrument at 3.6m and 4.5 m. The resulting wavelength bins are comparable to
a complete panchromatic dataset from current space-based observations. The resulting simulated

spectra are shown in Figure 2.3 and Figure 2.4.
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Figure 2.3: Simulated unpolluted spectra of the hot Jupiter cases. Both full-resolution and binned
depths are plotted. The offset case is identical to the clear case in the WFC3 band. The main
effect of clouds is the truncation of the bottom-most depths compared to the clear case.

Figure 2.4: Same as Figure 2.3, but for the warm Neptune case.
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Table 2.1: Summary of Equilibrium Chemistry Retrievals and the Input Parameters and Priors
Used for the Hot Jupiter cases

Parameter Clear HJ Clear HJ with Offset
Name Truth Value Prior Truth Value Prior
Mp Planetary mass\ ) 0.73 15% 0.73 15%
Rp Planetary radiusR ; ) 1.42 15% 1.42 15%
T Temperature (K) 1130 [300, 1500] 1130 [300, 1500]
c/o Carbon-to-oxygen ratio 0.53 [0.2,2.0] 0.53 [0.2,2.0]
loga Log-scattering factor 0 [-0.3,0.3] 0 [-0.3,0.3]
Scattering slope 4.3 [2.0,5.5] 4.3 [2.0,5.5]
logz Log-metallicity 0.3 [-1,3] 0.3 [-1, 3]
10g P cloud Cloud-top pressure (log(Pa) 4.7 [2.5, 6.5] 4.7 [2.5, 6.5]
Offset 1 STIS offset (ppm) -100 [-300, 300]
Offset 2 Spitzer offset (ppm) 150 [-300, 300]
Error multiple Unity [0.5, 2.0] Unity [0.5,2.0]

Other parameters

Rs Stellar radiusR ) 1.19 1.19
Ts Stellar temperature (K) 6090 6090

Data error (ppm) 75 75

#of runs 440 660

Parameter Cloudy HJ Clear HJ, High-precision

Name Truth Value Prior Truth Value Prior

Mp Planetary mass\ j ) 0.73 15% 0.73 15%
Rp Planetary radius ;) 1.42 15% 1.42 15%
T Temperature (K) 1130 [300, 1500] 1130 [300, 1500]
C/O Carbon-to-oxygen ratio 0.53 [0.2,2.0] 0.53 [0.2,2.0]
log a Log-scattering factor 0 [-3.0,3.0] 0 [-0.3,0.3]

Scattering slope 4.3 [2.0,5.5] 4.3 [2.0,5.5]
log Z Log-metallicity 0.3 [-1,3] 0.3 [-1,3]
log P cloud Cloud-top pressure (log(Pa) 3.0 [0.0, 6.5] 4.7 [2.5,6.5]
Offset 1
Offset 2

Error multiple Unity [0.5, 2.0] Unity [0.5, 2.0]

Other parameters

Rs Stellar radiusR ) 1.19 1.19

Ts Stellar temperature (K) 6090 6090
Data error (ppm) 75 10
# of runs 660 400
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Table 2.2: Summary of Equilibrium Chemistry Retrievals and the Input Parameters and Priors
Used for the Warm Neptune Case

Parameter Warm Neptune
Name Truth Value Prior

Mp Planetary mass\ j ) 0.0736 15%
Rp Planetary radiusR j ) 0.395 15%
T Temperature (K) 700 [300, 1500]
C/O Carbon-to-oxygen ratio 0.53 [0.2,2.0]
loga Log-scattering factor 0 [-2,2]

Scattering slope 4.3 [2.0,5.5]
logZz Log-metallicity 0.3 [-1, 3]
log P ¢loud Cloud-top pressure (log(Pa) 5.0 [2.5, 6.5]
Offset 1
Offset 2

Error multiple Unity [0.5, 2.0]

Other parameters

Rs Stellar radiusR ) 0.683
Ts Stellar temperature (K) 4780

Data error (ppm) 75

#of runs 400

2.2.3 Noise Model

To simulate observed data, we sample multiple noise instances centered around the unpol-
luted spectrum, treating the simulated unpolluted spectra as a multivariate Gaussian distribution
with the unpolluted depths as the mean and the reported error at each bin as the width. In addi-
tion, we adopt a non-diagonal covariance matrix with an exponential kernel to simulate correlated

noise, such that the matrix element that correlates wavelength bijraat ; is given by:

Ki= 3§ ijexp Lo i) ; (2.1)

where ; is the reported error at wavelength, and j is 1 for pair of points from the same
dataset and 0 otherwise. We choose the scaling fadimrbe the distance to the neighboring

bin. We select this covariance matrix in particular because it allows for the best- t spectrum to
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the WFC3 observations of HD 97658b in Guo et al. [7] to yield a reduced chi-squaredLpf

as opposed to 2.5 when the errors are construed to be independent and Gaussian. We choose
a random noise error of 75 ppm for all instruments, which represents a moderate quality data
for STIS and WFC3 but is better than average for typ®pitzerobservation [93, 97]. We also
assume a uniform transmission across the wavelength range of each Spitzer lIter in both the
forward and retrieval models. In practice, we nd that the two broadi#pitzerpoints provide

little constraint on the retrieved parameters, and using the same error for all instruments does
not give undue importance to ti8pitzerpoints. For the high-precision hot Jupiter case, we use

10 ppm errors to match the best of current data quality [79].

We show a few randomly selected noise realizations in Figure 2.5 for the Gaussian and
correlated noise models. It is discernible from the bottom row of panels that the correlated noise
has slightly redder residuals compared to the Gaussian noise; that is, there are less zero crossings
as neighboring points are correlated. We also stress that overall this is a rather subtle effect;
without knowing the unpolluted deptlaspriori to produce the residuals, from the spectrum alone
it is hardly obvious that there is a distinction between the two.

Additionally, to examine the effects of including the offset between datasets as a retrieved
parameter, we create spectra with and without a xed offset between datasets. Namely, we add
a vertical offset of 100ppm to the STIS points and150 ppm to Spitzer points, holding the
WFC3 points constant. The speci ¢ amount of offset is a somewhat arbitrary choice. The relevant

heuristic is that the offset should be exactly retrieved in the absence of degeneracy.
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Figure 2.5: Comparison of Gaussian (left column) and correlated (right column) noise models
for the clear hot Jupiter case. In the top row of panels, 5 randomly selected spectrum realizations
are plotted in color and the unpolluted spectrum is plotted in black. The disconnection in lines
indicate discrete instruments. TBpitzerdata are shown separately in the inset plot. The assumed
75-ppm error bar is shown for scale. In the bottom row of panels, the residuals relative to the
unpolluted spectrum are shown. The effect of wavelength-correlation is discernible in the slightly
redder noise (i.e. the residuals appear subtly sparser due to less zero-crossings as neighboring
residuals are more likely to have the same sign) in the bottom right panel, but would not be
discernible in the top right panel without prior knowledge of the ground-truth spectrum.
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2.2.4 Retrieval Setup

UsingPLATON, setting up the retrieval involves choosing the priors and the statistical sam-
pling method to be used. We choose the priors to be comparable to a real retrieval analysis.
PLATON accepts either a Gaussian prior or a uniform prior in a user-speci ed interval. We set
Gaussian priors for planet radius and mass, as these are often constrained via other methods such
as radial velocity and transit measurements prior to observing the transmission spectrum. The
Gaussian prior is centered around the input value and with a standard error of 15%. This preci-
sion is comparable to or slightly overestimates the typical uncertainty in measurement of mass
via the RV method and provides suf cient tolerance for the retrieved value to deviate from the
input value, if necessary. For the instrumental offsets, to ensure that the prior is broad enough,
we choose a uniform prior offset to be 2- and 3-folds of the offsets. For all other parameters we
opt for uniform priors that are as wide and uninformative as possible and adopt the full parameter
range supported.

For now, we only choose to do retrievals with equilibrium chemistry, where the composition
of the atmosphere at a given temperature and pressure is dictated by the the global elemental
abundances set by metallicity and carbon-to-oxygen ratio. While disequilibrium chemistry is
indeed expected for planets beldw, 1200K most of its effects take place below the altitude
that typically probed by transmission spectroscopy and have no easily discernible effect on the
spectrum at the data precision of current instruments. The actual discrepancy in the relevant
pressure range ( 1 mbar) is smaller than the uncertainties we can current obtain [e.g. 98, 99,
100].

PLATON supports either Markov chain Monte Carlo (MCMC) [101] or nested sampling
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methods for the posterior estimation [102]. We note that, while both are statistically robust and
widely used, we observe a minor discrepancy in the resulting posteriors between the two methods,
in which the posteriors estimated by MCMC tend to be slightly broader than those by nested
sampling. This does not pose a major issue for this work inasmuch as we are concerned with
biases due to data idiosyncrasies, and we consistently use one algorithm across our analyses.
Nevertheless, we draw attention to this point as it requires extra scrutiny when comparing retrieval
results. We choose nested sampling as it is known to perform better in estimating multi-modal or

oddly-shaped distributions.

2.3 Results

In this section we rst present the overall effects of correlated systematics on our retrievals,
using the clear hot Jupiter case as a baseline. We then examine which parameters in particular are
affected. We nally show how the results for the baseline case also extend to the other retrieval

cases, and point out additional effects that arise.

2.3.1 Overtting Due to Correlated Noise

Here we present the effects of correlation in data on the retrieval overall. To do this, we
must reduce a retrieval result into a simpler metric. In retrievals on actual data this is commonly
done by using the reduced chi-squared between the observed data and the best-t or median
spectrum. Here, as we begin from a known simulated ground truth, we can also compare the
retrieved posterior directly to the input values to measure the accuracy of retrieval by using a

probability integral transform (PIT), which is the cumulative distribution function evaluated at the
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Figure 2.6: Two-dimensional distribution comparing retrievals with Gaussian noise (black) and
correlated noise (blue). The three parameters shown are: the chi-squared between the unpolluted
spectrum and the observation instance (Trdg the reduced chi-squared between the best- t
spectrum and the observation instance (E)t and the PIT values for the retrieved posterior. The
correlated noise allows for over tting the spectrum, while simultaneously degrading the accuracy
of the retrieval. We remind the reader that this corner plot is not showing a single retrieved
posterior result, but a composite of multiple posteriors.

input value. To do this, in each retrieved posterior distribution, we draw an iso-likelihood contour

of the input parameters and sum the relative weights contained within, producing a con dence
interval between 0 (the input was the most likely sample) and 1 (the least likely). The distribution

of PIT values should follow a uniforid(0; 1) were the retrievals accurate.

Our main nding is that, on average, correlation in the data allows for over tting the spec-
trum, thereby weakening the overall accuracy of the retrieval. In other words, the best- t spectrum
is more likely to achieve a reduced chi-squared lower than unity in the presence of correlated
noise, whilst simultaneously the retrieved posterior distribution rules out the input with higher
signi cance.

In Figure 2.6, we present the comparison between Gaussian and correlated noise for the
clear hot Jupiter case. For both retrievals with Gaussian (black) and correlated noise (blue), we

show the distributions of:2 between the unpolluted spectrum and the data instances; the reduced
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chi-squared between the best- t spectrum and the data instances; and the PIT values showing the

accuracy of retrieval, as described above. A few observations can be made:

e The t 2, or thegoodness-of- tof the retrieval, on synthetic data is on average skewed to
better than unity in the presence of correlated noise. In other words, it is more likely that

the retrieval will over t the data with forward models.

» The accuracy of the retrieval, shown as the PIT value, on the other handrssin the
presence of correlated noise. We also show the cumulative distribution in Figure 2.7 to
demonstrate the worsening of the accuracy. The K-S statistic between the two cases is

0.19.

» For the normal noise case, even in the absence of the correlated noise, the retrieval accuracy
is close to but slightly worse than the expected uniform distribution. This minor discrepancy
is likely due to the fact that the retrieved posterior distribution is already non-Gaussian for
a few parameters (discussed in Subsection 2.3.2), as well as to degeneracy between certain

parameters.

» While the goodness-of- t is on average better in the presence of correlated noise, it is not
the case that the distributions of t? are so discrepant that one can deduce the presence
of correlated noise from the goodness-of- t alone. That is, a given over t spectrum can
plausibly be construed as either a consequence of correlated noise or as an unlucky instance
of Gaussian noise that happens to lie at the tail of theistribution. As such, we stress
that the effect of correlated noise is manifest statistically, and no individual valug, of

good or bad, is uniquely diagnostic of correlated noise in a single retrieval instance.
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Figure 2.7: Same distribution as in the right panel of Figure 2.6, but shown as a cumulative
distribution. The horizontal axis corresponds to the probability integral transform (PIT) values for
each retrieval; the vertical axis corresponds to the cumulative fraction of all retrievals. The K-S
metric measures the maximum vertical discrepancy between two cumulative distributions, such
as above, and values of this metric are reported in Table 2.3. The expected uniform distribution
(red), and our independent noise (black) and correlated noise (blue) simulation cases are shown.
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2.3.2 Which Parameters are Affected?

Given that the correlated noise degrades the overall accuracy of retrievals, it is necessary to
then look at which parameters are affected. We do this by marginalizing the posterior distribution
over each parameter, as is typically done in retrieval analyses. The effect on each marginalized
distribution can be twofold — the mean can be biased, the estimated error can be affected, or
both. Either a shift in mean away from the input parameter or an underestimation of the error can
worsen the accuracy of retrieval. As such, we examine the retrieved mean and the retrieved error
separately for each parameter.

The distribution of retrieved means is shown in Figure 2.8. For the case in which noise is
independent (black), the retrieved means form clean normal distributions around the input values
(red) for most parameters, as expected from the central limit theorem. The two exceptions are
C/O ratio and the cloudtop pressure. This is most likely due to the fact that the retrieved distribu-
tions for these parameters are not Gaussian in the rst place. For cloudtop pressure, the retrieved
distribution is at best a at distribution with a lower bound, ruling out a cloudy atmosphere as per
the clear atmosphere in the input used. For C/O ratio, we suspect that the distribution is skewed
due to the increasing in uence the parameter has over its range. That is, as one sweeps through
C/O ratio, the spectrum changes more rapidly over the range above the solar value of 0.53, and
thus the means are naturally skewed to values lower than the solar value where there is a greater
density of near-consistent solutions.

The presence of correlated noise has a few interesting effects on the retrieved means. First
off, the error multiple parameter is biased to less than unity. This intuitively follows from the

global result that correlated noise allows for over tting the spectrum, tricking the error multi-
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ple parameter to believe that the error bars are overestimated. This means that the error multiple
parameter is more likely to behave pathologically in a situation where one may expect it to be
useful, such as if the reported error bars truly were underestimated due to unknown and unac-
counted systematics. The retrieval instead selects a less-than-unity value of the error multiple,
incorrectly implying that the data precision is better than initially reported. This is possible if the
domain of input parameters and the forward model can still reproduce the spectrum polluted with
systematics.

In the correlated noise case, the retrieved means generally show a wider distribution to
varying degrees for each parameter. Speci cally, the radius, mass, and temperature are the most
affected, while the effect is the least pronounced for metallicity and cloudtop pressure. This result
may be explained by considering the wavelength-scale the former three parameters have on the
spectrum. Mass and temperature affect the scale height of the atmosphere, which affects the
overall vertical extent of the transmission spectrum. Radius affects the baseline transit depth as
well as the scale height. These are “global” parameters in the sense the transit depths in all bins
are affected together. As such, a wavelength-dependent correlation can bias these parameters. On
the other hand, metallicity, while it also affects the scale height (via the mean molecular weight),
directly controls the individual transit depths. This has a more local effect in that it changes the
actual shape of the spectrum.

The distribution of retrieved errors is shown in Figure 2.9. The effect of correlated noise is
clearly visible for all parameters in that the retrieved error bars show a tendency to be underesti-
mated. For instance, the retrieved error on log-metallicity is on average underestimate@izy
dex. While this disparity is smaller still than typical constraints, it is worth bearing in mind as
this is a statistical effect; the spread over the retrieved error is by itself broad enough that the
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Figure 2.8: The distribution of retrieved means per each parameter, for independent noise (black)
and for correlated noise (blue), for the baseline hot Jupiter case. The input values used to generate
the spectrum are shown in red.

actual effect of a given instance can be much larger than this value. Additionally,JwWigal-

lows for precise measurement of metallicity, this level of uncertainty may not be negligible when
one considers analyzing archival data simultaneously. The same consideration applies to other
parameters. As such, in this context we suggest that the retrieved constraints for parameters, in

the face of the potential for correlated noise, are best understood as lower limits.

2.3.3 Extensions to Other Planet Parameters

In this section, we present our results for planet scenarios other than the baseline clear hot
Jupiter case to understand the sensitivities of our results to various system and dataset parameters.
We show histograms of the retrieved mean and retrieved standard error for each parameter in

Appendix for the remaining planetary scenarios (the hot Jupiter with offsets, cloudy hot Jupiter,
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Figure 2.9: The distribution of retrieved standard errors per each parameter, for independent noise
(black) and for correlated noise (blue), for the baseline hot Jupiter case.

high precision hot Jupiter, and warm Neptune). We generally nd that the main results stated

so far hold true for all cases: correlated noise causes both over tting iand worsening of

the accuracy-of-retrieval (i.e. larger PIT values). This point is summarized in Figure 2.10, in

which we show the medians of thé and PIT value distributions for each planet realization, i.e.

distilling down the results of Figure 2.6 and the like to values quantifying the peak and the spread.
To further quantify this point, we perform a Kolmogorov-Smirnov (K-S) test for the goodness-

of-t and the accuracy-of-retrieval metrics to measure the discrepancy between the results of

Gaussian and correlated noise. In Table 2.3, we show the K-S statitifs; the t 2 and PIT

value representing the accuracy-of-retrieval. We nd that the clear hot Jupiter happens to be the

best-case for the smallest discrepancy of accuracy-of-retrieval between Gaussian and correlated

noise, and that other cases generally result in further discrepancy between results with Gaussian
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and correlated noise.

Figure 2.10: Summary of the goodness-of- t and retrieval accuracy for the ve planetary cases;
black is for Gaussian noise, and blue is for correlated noise. The lled symbols mark the peak in
both distributions, and the error bars denote the dpread. Values of ? closer to unity imply

a better t. Similarly, lower PIT values correspond to a more accurate retrieval result. This plot
shows the information in bottom middle panel of Figure 2.6 for all ve cases. For the clear hot
Jupiter with offset, the retrieval accuracy is measured as the error in an 11-parameter Gaussian
distribution; the rest are quanti ed in 9 parameters. The correlated retrievals clearly have distinct
distributions of goodness-of- t and accuracy of retrieval, but have enough overlap such that one
cannot discern whether a single retrieval instance has correlated noise.

2.3.3.1 Bias in Non-Rayleigh Scattering Slope

In the retrievals of the hot Jupiter with instrumental offsets and the warm Neptune, we
nd that the retrieved haze properties also show the potential to be biased. Correlated noise can

bias the scattering slope, away from the Rayleigh value of 4, misleading the retrieval to infer
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Case 2 PIT value
G-C|U-G| U-C|G-C
Clear hot Jupiter 0.28| 0.19| 0.60| 0.47
Clear hot Jupiter w/offset 0.36| 0.19| 0.67| 0.58
Cloudy hot Jupiter 0.27] 0.12| 0.54| 0.48
Clear hot Jupiter, high precision0.28 | 0.04 | 0.48| 0.47
Warm Neptune 0.35]| 0.16| 0.58| 0.52

Table 2.3: K-S Statistic of 2 and PIT Values. The K-S statistiD,, measures the maximum ver-
tical discrepancy between the cumulative distributions (see Figure 7), of the goodness of t, and
the retrieval accuracy for each planet scenario. The rst column shows the two-darbpleveen

the distributions of t 2 for the Gaussian and correlated noise. The next two columns contain
theD between the expected uniform distribution and the PIT value distributions from retrievals
with Gaussian and correlated noise, respectively. The nal column show3 tietween the two
distributions. In all cases, the discrepancy is due to over tting and worsening of retrievals.

the presence of aerosols. This bias makes intuitive sense as, if a handful of points in the optical
wavelengths align due to correlated noise, those points can mimic the behavior of non-Rayleigh
slope [103]. As such, we caution that a spurious detection of haze can be possible in interpreting
data in which the presence of correlated noise is either expected or suspected.

We suspect that this bias happens more readily for the warm Neptune case compared to the
hot Jupiter retrievals because the overall signal is smaller while the data error used to scramble
the spectrum was held constant at 75 ppm, resulting in a larger relative error. The warm Neptune

spectra consequently have greater potential for large (apparent) optical slopes to manifest.

2.3.3.2 Retrieving Offsets

We ran a set of retrievals that includes non-zero “offset” parameters between datasets from
different instruments. We nd that, while the presence of correlated noise does cause underes-

timation of the uncertainty in the offset in an identical manner to other parameters, it does not
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worsen the retrieval of the means. The offsets are accurately retrieved in both Gaussian and cor-
related noise retrievals and do not pose any obvious degeneracies.

This is somewhat surprising as, in our formulation of correlated noise, offsets can be re-
garded as correlated noise with high correlation and long wavelength-order. For instance, in Fig-
ure 2.5, the data instances with correlated noise irSgpiezerband mimics the presence of an
offset.

It should be obvious that the in uence of offset data points will strongly depend on the
speci ¢ wavelength those points occupy, as well as the offset magnitude and sign. As such, we
present here only one possible manifestation of how real data could behave. For instance, we
have only considered offsets between datasets disjointed in wavelength, but, say, merging data
from ground-based and space-based observations can produce offset data with overlapping wave-
length coverage. Hou Yip et al. [84] found that if there is overlapping data with non-zero offsets
and if free retrievals are used, such offsets can be degenerate with the estimated abundances if

equilibrium chemistry is not assumed.

2.3.3.3 Effects of Clouds

The main effect of adding gray clouds to the model, from the point of view of the retrieval,
is washing out information contained in the spectrum that originates from the high-pressure por-
tion of the atmosphere. In Figure 2.3, roughly half of Hh&bblepoints are covered by clouds, no
longer constraining, say, a baseline radius or metallicity. We nd that the broad effect of underes-
timating uncertainty and biasing means due to correlated noise still holds for cloudy hot Jupiter

retrievals.
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For the retrieved cloud-top pressure parameter, the main effect is a bias in the retrieved
mean. Speci cally, the presence of correlated noise disrupts the distribution of retrieved means
of cloud-top pressure by extending the tail in the high-pressure direction. In other words, the spec-
trum is more likely to be understood as having a clear atmosphere. Upon examining the spectra
for the retrievals that populate this tail, we nd that the correlated noise happens to manifest as
a number of data points dipping under the opaque cloud-top where the atmosphere is normally

optically thick, thereby mimicking the behavior of a clear atmosphere.

2.3.3.4 Effects of Higher Precision

We nd that in the hot Jupiter retrieval with high-precision (10 ppm) data, the broad con-
clusions again still hold. Correlated noise leads to an underestimation of retrieved uncertainty for
all parameters. Compared to other cases however, correlated noise does not shift the retrieved
means as much, which is to be expected since every noise instance only has a minor deviation
from the unpolluted spectrum (speci cally a factor of 7.5maller than in our baseline case),
even with correlation.

Comparing the high-precision case to the baseline case with 75 ppm errors, we nd that,
naturally, both the estimated means are retrieved closer to the input values and the retrieved pa-
rameter uncertainties are concurrently smaller. Interestingly, the uncertainties shrink more than
the means approach the input values; consequently, in the high-precision case, the retrieval more
readily rules out the input. This is shown in Figure 2.11, in which the retrieved means are nor-
malized by their retrieved uncertainty to show the number of standard errors the input value is

retrieved within for each parameter. The high-precision case (dashed line) actually has more re-
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Figure 2.11: Distributions of each parameter, normalized by the retrieved uncertainty, for the hot
Jupiter retrievals. A value of 0 indicates that the retrieved mean coincides with the input value.
The dashed lines show the high-precision (10 ppm) case, and the solid line shows the baseline
(75 ppm) case. Only the Gaussian noise retrievals are shown here, but the correlated noise case
displays similar behavior.

trievalsfurther from the input value when normalized. We nd an identical trend for the retrievals
with correlated noise.

Additionally, we nd the PIT value distribution for retrievals with Gaussian noise much
more successfully follows the ideally expected uniform distribution, with a K-S statisfic of
0:04(see Table 2.3 and Figure 2.12). Given that the accuracy-of-retrieval for all other cases (with
75 ppm error bars instead) are at least somewhat discrepant from the expected distribution even
for the Gaussian noise retrievals, this result suggests that, even for hot Jupiters, 75 ppm error bars
are too large to assunsepriori that the retrieved posterior will follow a multivariate Gaussian.

This has implications for parameter estimation methods that need this assumption of Gaussian

posterior, such as optimal estimation or some of recent machine learning-based retrievals [65,
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Figure 2.12: Same as Figure 2.7, but for the high-precision case. The smaller data error results
in a better agreement between the ideal uniform distribution and the retrieval accuracy in the
Gaussian noise retrievals.

104]. These methods require that the data uncertainty is small enough such that the forward
model behaves linearly over the parameter uncertainties. Retrievals using these methods must be

trusted only when the data has exceptional SNR.

2.4 Can We Tell if Systematics are Present?

In the motivating example spectrum of HD 97658b in Section 2.1, the presence of corre-
lated noise was suspected based on the fact that no forward model can produce a satisfactory
t under the assumption of randomly scattered residuals. If we are to presume that the retrieval
is indeed correct, and the residuals evidence correlated noise contaminating a genuine feature-
less spectrum, then we should also consider how prevalent unnoticed correlated noise can be in

the observed data of other planets. The natural question then is to ask whether there is a more
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robust and comprehensive way of distinguishing correlated noise within the framework of a re-
trieval. Especially, given that correlated noise can give rise to over tting, it is of special interest
whether correlated noise can be distinguished from merely overestimated errorbars. A natural
way to achieve this is to modify the likelihood function such that it can reward or penalize when
residuals are correlated.

To test this, we implement a parameterized covariance matrix and let the retrieval estimate
the hyperparameter that measures the correlation strength. We use a nearest-neighbor correlated
noise model as in Sivia and Skilling [105], where the correlation strength is parameterized by

such that the covariance matrix element between points at i and j is given by:

Ky= ;"0 (2.2)

This differs slightly from the correlated noise model used in Section 2.2 in that this model does
not depend on the wavelength difference between two points but depends instead on the differ-
ence in indices. The two implementations would be identical if the wavelength grid was regularly
spaced, with the exponential base giving correlation strengthe ! 0:37. While exten-

sion to accommodate wavelength-dependent correlation is certainly possible, as a rst test this
simpli cation provides a reasonable starting point for exploring whether correlated noise can be
retrieved.

This simpli cation allows for writing the likelihood function as:

X
(N 1)In@a 2+ In2 2+

i=1

InL =

NI

(2.3)
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in which Q is the modi ed chi-squared-like term related to the error-scaled residR;dby:

X X 1
Q=1+ ) R} *RI+R}) 2 RRu: (2.4)
i=1 i=1

We perform a small grid of retrievals to study when the correlated noise can be distin-
guished from overestimated errorbars and correctly retrieved. The input parameters for the planet
remain the same as Case 1 in Section 2.2, while we vary the noise properties. Our grid consists
of three values of error multiple — =0.8, 1, 1.25, three values of correlation strength=-0,
0.25, 0.5, and two wavelength grids modeling HST WFC3 and JWST NIRSPEC prism grids.
Our NIRSPEC grid consists of 133 linearly spaced points between 0.6 and 5 microns. From a
few initial tests we nd that the varying the absolute size of the error bar does not change the
results, and hence we keep them xed at 75 ppm. For each combination of noise parameters, we
run three retrievals: one in which both error multiple and correlation strength were included as
retrieved parameters, and two in which either was removed. We set a uniform prior between O
and 1 for the correlation strength, as we do not expect an anti-correlation between neighboring
points.

We show the marginalized posterior distribution for correlation strength in Figures 2.13 and
2.14 for the WFC3 and NIRSPEC grids, respectively. From the posterior distributions it is clear
that the correlation strength can be adequately retrieved, and the posterior width is dependent on
the number of points in the data, as expected. It can also be seen that underestimated error bars
when unaccounted for can be mistaken for the presence of correlated noise, and vice versa, as

demonstrated in the previous section. The main difference between the two instruments from the

point of view of the retrieval is simply the number of points.
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Figure 2.13: Histograms showing marginalized posterior distribution for the correlation strength
parameter for a hot Jupiter on a WFC3-like wavelength grid. The relevant input values for error
multiple and correlation strength for each run is shown in legend. Two posteriors are shown for
each: one where only correlation strength was retrieved (blue) and one where both error multiple
and correlation strength were retrieved (orange). The corresponding marginalized posteriors for
the error multiple are not shown. We note that our original model in Section 2.2 roughly corre-

spondsto 0.37 (see text).
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Figure 2.14: Same as Fig 2.13, but for NIRSPEC-like wavelength grid. The horizontal scale has
been kept the same as Fig 2.13 and re ects the full width of the uniform prior used.

Additionally, we calculate the Bayes factor among retrievals to determine whether the in-
clusion of each parameter is warranted. The results for WFC3- and JWST-like data is shown in
Figure 2.15 and 2.16. The case in which both parameters were included is used as the baseline,
and the log-ratio (in base 10) of Bayesian evidence is shown for each case in the grid. A pos-
itive value indicates that the model better ts the data while spanning a smaller prior volume,
indicating that the parameter should be removed.

For WFC3-like data (Figure 2.15), the inclusion of correlation strength is supported with
strong evidence only in the strong correlatior=(0 :5) cases and is otherwise not easily ruled out
either way. Interesetingly, the inclusion of error multiple is disfavored with substantial or stronger
evidence not only when the errorbars are correct, but also even in the case of underestimated
errorbars. This shows that, for WFC3-like data, the error multiple parameter is not warranted in

general.
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Figure 2.15: Bayes facto,, of retrieval models that exclude error multiple (top) or correlation
strength (bottom) for WFC3-like data. The model that includes both hyperparameters is used
as the baseline. A positive value indicates that the model better ts the data while spanning a
smaller prior volume and hence supports the removal of the parameter. The interpretation of the
strength of evidence is shown in the colorbar. The Bayes factors are calculated as the difference
in estimated Bayesian log-evidence; the values in the table have a resulting uncertair@Bof

Figure 2.16: Same as Fig 2.15, but for NIRSPEC-like spectrum.
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For NIRSPEC-like data (Figure 2.16), the inclusion of the correlation strength can be more
robustly judged. Its inclusion is supported with strong to decisive evidence when correlation is
present. Conversely, its removal is supported with substantial to strong evidence when it is not
present. This indicates that, for JWST-like data, there is the possibility that we can character-
ize the correlation during the retrieval. The inclusion of the error multiple can be more robustly
judged as well. Its removal is supported when the errorbars are correct, and its inclusion is fa-
vored when the errorbars are overestimated. However, when the errorbars are underestimated, its
inclusion is supported with substantial evidence only when there is no correlation. This behavior
matches with the results from the previous section that correlation can be mistaken for under-
estimated error bars. This shows that the error multiple is generally not effective at indicating
accommodating underestimated errorbars.

The above results show that while it is dif cult to conclusively infer the presence of cor-
related noise wittHST data, it is certainly within possibility that its presence and strength can
be measured witAiWSTdata. A few caveats must be made. Our preliminary test presented here
treats the data over the entire NIRSPEC wavelength range as sharing correlation, hence providing
an abundant number of points for the correlation strength to be measured; in reality, if its discrete
grisms are used, any correlation of instrumental origin will be per each wavelength range. Ad-
ditionally, as we will discuss in Section 2.5.1, missing physics in the model acts as a source of
systematics, which we do not consider here. Furthermore, we used the same noise model to gen-
erate the observation instance as well as to retrieve its parameter. While doing so is obviously a
gross simpli cation, especially considering that numerous sources of correlated noise can operate
simultaneously, this provides a reasonable starting point towards using a more complex likelihood

function to t for correlated noise. Additionally, adding hyperparameters to a retrieval further di-
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lutes the noise budget, broadening the retrieved uncertainties of other parameters. Ascertaining

what degeneracy this incurs on the estimation of other parameters is left for future work.

2.5 Discussion

2.5.1 Model Limitations

A major compounding issue is that, when retrieving on real data, model assumptions and
unknowns contribute to and act as systematic errors in addition to the data systematics them-
selves. In short, bad data are degenerate with bad models. In our study we generated the synthetic
observations using the identical forward model as that used in the retrieval in order to minimize
any model-dependent effects and to isolate the effects of data systematics. In interpreting real
data, the fact that our forward models are a simpli ed incomplete representation of complex at-
mospheric phenomena will act as a source of systematic error that will remain pervasive, even if
the observed data were perfect and free from their own systematics. We therefore remain open to
the possibility that the observed examples of potential systematic noise in the data are in fact due
to unaccounted for obscure physics.

For the same reasons discussed above, this will adversely affect high SNR observations in
particular, in which the ne (and the not-so- ne) details of the model become discernible. There
has recently been a growing body of work that studies the biases incurred by model assump-
tions and parameterization. To list a few examples for demonstration, MacDonald et al. [106]
performed 1-D retrievals on 3-D synthetic spectra to show that the retrieval biases the limb tem-
perature to few hundred Kelvins cooler than the actual day-night mean temperature. Lacy and

Burrows [76] extended this study to cloudy atmospheres, nding that the presence of aerosols
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exacerbate the biases induced by 3-D effects when not accounted for. Changeat et al. [74] found
that using a vertically constant chemical abundance pro les may no longer be suf cient to fully
capture signatures of disequilibrium processes in the spectrum. Perhaps most inconspicuously,
Barstow et al. [75] compared and performed cross-retrieval between retrieval codes developed
by three groups and found th&itVSTFquality data is now sensitive to rather rudimentary model
unknowns such as the line lists used to generate the opacities and the precision of fundamental
constants used.

In our framing of describing biases, these considerations generally result in shifts in the esti-
mated means of retrieved parameters. Incorporating our conclusion that correlated noise generally
leads to underestimated error of retrieved parameters means that biases due to model limitation
now strike with a stronger statistical signi cance. Furthermore, the wavelength-dependent effect

of both missing physics and systematics now leave possibility for degenerate interpretations.

2.5.2 Instrumental Systematics

To better understand the signi cance of our results, it would be useful to consider the differ-
ent sources of how systematics can arise and evaluate their prevalence especially in the context
of future space missions such #8/ST While other sources of systematics are possible, such
as starspots [80, 81], inaccurate orbital parameters, or time-dependent telluric contamination in
ground-based observations, the key source of systematics that we will discuss here is instrumen-
tal. However, we remind the reader that our formulation of correlated noise can be generalized to
any effect that results in wavelength-dependent correlation.

While instrumental systematics are expected to be ubiquitous to some extent, the exact
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magnitude of their effect in generating wavelength-correlated noise has not been fully understood.
Yet a handful of observations exist that hint at the existence of such systematias.eCal. [79]

argued that, with current facilities, these systematics are visible at the highest level of precision
(15 ppm), inferred from an unusual behavior of residuals in th@ Hand. In the spectrum of

HD 97658b in Guo et al. [7], our motivating example in 82.1, we inferred from the inability to t

the data as well as no obvious physics being missing that there must be some systematics present,
even at a lower precision 5 ppm). These examples indicate that some wavelength-correlated
noise must be present, unless there is unaccounted for physics in the retrieval model.

There is some reason to surmise that these systematics are more prevalent (or, at least,
more noticeable) in the case of bright host stars. A brighter host star allows for a better SNR and
higher precision and thereby naturally makes the presence of these systematics more conspicuous
compared to a lower SNR data. Additionally, even at the same data quality, a brighter host star
requires fewer stacking of observations; for a dimmer host star, by contrast, the number of stack-
ing required to achieve the same SNR naturally averages oulcanyepeatableorrelated noise.

Finally, as alluded to in 82.1, given that instrumental systematics can also behave differently with
bright sources, it is not out of question that there is a separate effect at play here beyond SNR
which may persist through multiple observations in a repeatable fashion.

Comparing the WFC3 spectra of GJ 1214b [92] and of HD 97658b [7] illustrates this point.
While both planets are comparable sub-Neptunes with featureless spectra and have a similar
level of precision, the spectrum of the latter displays an unusual upward trend in transit depth in
the redder end and other wavelength-correlated residuals throughout the WFC3 bandpass. The
relevant difference here may be the host star brightness (9.8 versus 6.2 in J-band magnitude,

respectively). The spectrum of GJ 1214b is the combination of stacking 15 transits, whereas that
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of HD 97658b has 4. Further, the spectrum of HD 97685b presented in Knutson et al. [107],
which only had the rst 2 visits, shows the most obvious possible example of correlated noise
due to systematics.

These types of systematics may be even more pernicious for future high SNR observations
from JWSTfor a few reasons. First, as the noise oor is lower, correlated noise will be relatively
more prominent even if it actually manifests at weaker levels. Then one can no longer reliably
assume that the observed noise is strictly photon-dominated. This requires an additional step of
modeling out now wavelength-dependent systematics during the data reduction, which is neces-
sarily (although perhaps not practically) incomplete. Secondly, the high SNR per transit means
that stacking will be unnecessary for most targets. As such, non-repeating systematics do not
get averaged out. Thirdly, we have demonstrated that higher precision leads to biases of stronger
signi cance. This is true even in the absence of systematics in the sense that a retrieval will be
more sensitive to the observational instance. Fourthly, we can predict that our understanding of
the characteristics afWSTinstruments and their appropriate data reduction tools will be only
partially correct, at least during the initial few cyclesiWSTbefore practical experience accu-
mulates. Finally, as planets around bright host stars allow for achieving high SNR, they will make
attractive targets faBWSTobservation. However, if the above intuition that bright host stars can
exacerbate instrumental systematics is true, it adds another dimension to consider when selecting
targets for observation, in addition to the SNR.

Given that this is the case, it would be worthwhile to put the above heuristic that bright
stars bring about correlated noise to a more formal test. This can be accomplish@tMSitif
the correlation strength can actually be measured, and by marginalizing over the magnitude of
the host star to obtain a trend. While this would not comprise a main scienti ¢ objective of any
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program, correlation strength is a parameter we can try to measure for all observations, so this is

a test we can perform at no extra cost in observation time.

2.5.3 Data Outliers and Free Retrieval

PLATON originally supports equilibrium chemistry retrievals only. Using this method the
molecular abundance of each species at a given temperature and pressure is set by the metal-
licity and carbon-to-oxygen ratio. A popular alternative method to constrain chemistry is to use
“free” retrievals, in which the abundances of each species are allowed to vary independently.
This accounts for any non-equilibrium chemistry effects in the atmosphere, brought on by ver-
tical mixing or photochemical interactions. To establish how wavelength-dependent systematics
or outliers can bias certain species, we implement free retrievasAnoN and perform some
basic tests in addition to the suite of retrievals already presented that used equilibrium chemistry
models.

PLATON already natively supports inputting custom chemical pro les to its forward models,
but only accepts equilibrium chemistry parameters during retrievals. We extend its capability by
allowing it to accept custom chemical abundances during retrievals as well. As such, all other
details regarding how the spectrum is calculated during the retrieval remain exactly the same as
the original implementation iRLATON. We assume that each species has a vertically xed mixing
ratio. This is a reasonable approximation over the pressure range probed by transit spectroscopy at
present data quality, and most current 1-D free retrieval codes parameterize the composition using
this assumption [73]JWSTFquality data may merit a more complex prescription, such as a 2-part

vertical abundance pro le [74], but for now we do not consider these possibilities. Additionally,
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for these tests we remove the simulaBtzerdata points from our synthetic spectra to limit the
wavelength range, thereby reducing the choice of necessary species to be included. We assume a
H/He-dominated background atmosphere. We inclug®,HNa, K, TiO, and VO as they are the
primary detectable species in the remaining wavelength and temperature range; we are mostly
interested in how differently species with broad absorption features (e@) ¥ersus species

with narrow ones (e.g. Na) can be biased.

We show a free retrieval on two observational instances of the same baseline hot Jupiter
as described in Section 2.2, where we did not add correlated noise or any instrumental offsets.
Figure 2.17 shows the two random input data realizations and the best t spectra, and Figure 2.18
shows the retrieved posteriors.

The point of interest here is how the retrieved abundances compare for species with broad
spectral features (#0,1 2 m) and with a narrow feature (Na, 0.581). As one may expect,
for both of the two random spectra, the retrieved posterior distribution for water shows a tighter
constraint than for Na, which is dictated almost entirely by one data point. Consequently, between
the two posteriors as well, the retrieved distributions for Na show little overlap, ruling out each
other by 2 . These are simply two randomly drawn samples, but it demonstrates the point that
measurements of water abundance or metallicity are more robust compared to that of say Na or
K abundances, because of the impact the former parameters have across a broader wavelength

range.
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Figure 2.17: Two observation instances (blue and orange) of the ground-truth spectrum (black)
for our baseline hot Jupiter case detailed in Table 2.1. The best- t spectrum for each observation
are also shown.

Figure 2.18: The retrieved posterior from the two input datasets from Figure 2.17. We only show
the relevant parameters. The colors corresponding to each dataset are the same as in Figure 2.17.
Black crosshairs indicate the ground-truth input values.
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2.6 Summary and Future Work

Atmospheric retrieval provides a robust framework to interface theory and observations
and is a key tool to furthering our understanding of exoplanets. One major outstanding issue is
disentangling the effects of systematic biases that may be in operation, and in response there is
a growing body of work in the literature that investigates the consequences of biases that arise
from forward model assumptions.

This chapter instead presents an assessment of biases that arise from systematic noise in
data, while remaining agnostic as to the source of such systematics. We stress that, although our
implementation of correlated noise (using Gaussian process) is just one mathematical option, the
general results remain robust. We nd that the presence of correlated noise can mislead us in
various ways. We are more likely on average to obtain better goodness-of- t, but obtain worse
retrieval accuracy overall. This is due to both the parameter mean being biased and the retrieved
error being underestimated. Speci cally, we observe that correlated noise can bias the retrieved
aerosol properties, mimicking non-Rayleigh slopes or misrepresenting the location of a cloud
deck. Additionally, we nd that offsets between datasets can be correctly retrieved and are not
degenerate with retrieved chemistry when equilibrium chemistry is assumed, so long as the for-
ward model is an accurate depiction of the atmosphere. We also nd that while correlated noise
cannot be characterized during retrieval BT data, there is potential (and perhaps necessity)
for JIWSTdata, even though our tests re ect optimistic conditions. Additionally, we validate the
intuition that retrievals are sensitive to individual noise instances, and, especially in the context
of free retrievals, that statistical outliers can have signi cant effects on the retrieved chemistry,

especially in the phase space the retrieved uncertainties do not scale linearly with the data error.
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Chapter 3: On the Composition Parameterization Problem for High MMW

Atmospheric Retrievals

3.1 Introduction

Atmospheric spectra have been the primary target of observations in the effort to char-
acterize exoplanets from ground- and space-based observatories. The spectrum of an exoplanet
atmosphere encodes signi cant information about its properties, such as composition and thermal
structure, which in turn reveal the processes within, e.g., photochemistry, dynamics, and surfaces.
An observed spectrum is then decoded by using inverse modelling (called atmospheric retrievals),
which nds a distribution of solutions that match the observed data by repeatedly running forward
models that simulate physical processes in the atmosphere. Atmospheric retrievals and Bayesian
statistics have become a standard tool in characterizing exoplanet atmospheres, and there is an
ever growing body of work dedicated to understanding their limitations and potential pitfalls [e.g.

1, 45, 46, 56, 108, 109, 110].

As the endeavor to characterize exoplanets continues in the era of James Webb Space Tele-
scope (JWST), the parameter space of observable planets will expand to smaller, cooler, and
rockier worlds. From a theory point of view, the atmospheres of these planets are expected to

be more diverse in composition relative to the giant planets observed so far, re ecting various
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formation histories that are possible [111]. Most importantly, the primordial atmospheres of hot
Jupiters can be safely assum&gbriori to be dominated with H and He while the rest of the
constituents are all assumed to exist in trace amounts, and therefore all spectroscopically active
species, such as,® and CQ, can also be assumed to be in trace amounts. In terrestrial planet
atmospheres, however, the bulk constituent gas is not kropmori and multiple major com-
ponents (say& 10%) can exist simultaneously, regardless of whether they are spectroscopically
active or not, such that there may not be one gas to designate as the “dominant” gas at all.

The a priori H-rich assumption for hot Jupiters is encoded into the parameterization of
Bayesian priors used by most atmospheric retrieval codes [1, 46, 108, 110]. The assumption is
captured by setting the abundances of the spectroscopically active species as the free parameters
against a background atmosphere. The abundance of the “ ller” gas—usually a mixture gf H, H
and He—is not a free parameter and is inferred from the constraint that the composition must
sum to unity. The abundances of the active species are typically parameterized in ranges of trace
amounts and over multiple orders of magnitudes, warranting the appropriate use of a log scale
for abundance constraints. The prior is set to be uniform over a range of log-abundances, with
the minimum log-abundance typically set to re ect detectibility of a particular gas species from
its spectral features given the data uncertainty. The upper limit is set such that the gas cannot be a
major component of the atmosphere [110]; otherwise there is a joint prior on the free parameters
set by the implicit constraint that the sum of the mixing ratios cannot exceed unity. We will refer
to this parameterization method throughout current work as the “trace and ller” (TF) method,
and will describe in more detail in §3.2.1.1.

The expected dissimilarity of high-mean molecular weight (MMW) atmospheres to those

of hot Jupiters pose a challenge to this parameterization being effectiveaftheri H-rich as-
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sumption is no longer valid. Benneke and Seager [56] (BS12 hereafter in this work) discussed this
problem in detail. BS12 recognized that using the trace- ller method to set the priors for abun-
dances of gases lead to an asymmetric prior between the trace and ller gases and argued against
its usage when the dominant species is not knavpmiori. As an alternative, BS12 suggested a
reparameterization based on the centered log-ratio (CLR) transformation of the abundance space
such that the prior is symmetric between all gases. They suggested that via this reparameteri-
zation, the retrieval no longer makes a strong assumption about the atmosphere and is therefore
applicable to retrievals of both H-rich and non H-rich atmospheres. The authors argue that thisis a
true uninformed or “ignorance” prior. By testing the retrieval on simulated spectra of super-Earth
GJ 1214 b with HO-rich, Nb-dominated and H-dominated atmospheres, they showed that the us-
ing the reparameterization correctly retrieves the compositions under ideal observation scenarios.
In a follow-up work, Benneke and Seager [112] then demonstrated that Bayesian models using
this new parameterization allow for correctly inferring the chemical makeup of the atmosphere
and hence distinguishing between cloudy H-rich atmospheres and high-MMW atmospheres.
Barstow et al. [108] compared three retrieval codes developed by different groups and found
that it is for cloudy or high-MMW super-Earth atmospheres where the retrieval codes begin to
disagree, whereas retrievals for hot Jupiters or clear H-rich super-Earths resulted in only minor
discrepancies. As the simulated spectra for these atmospheres showed good agreement among
the codes when used as forward models, the parameterization of composition during retrieval was
identi ed as the main source of disagreements in the high-MMW case, which in turn also affects
retrieved distributions of other parameters such as temperature via degeneracy. The latter effect
was especially apparent when simulated data had a high signal-to-noise (30ppm at R=100 for
an Ariel-like wavelength range), as the estimated uncertainties shrink around different estimated
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means.

Welbanks and Madhusudhan [110] brought attention back to the framework presented in
BS12 and performed comparisons between retrievals using the trace- ller parameterization and
the BS12 reparameterization, for the transmission spectra of hot Jupiter HD 209458 b, mini-
Neptune K2-18b, and TRAPPIST-1 e. They found that given suf cient signal-to-noise, the CLR
method can be used to infer the abundanceof O

Importantly, the choice of parameterization may affect any tests involving Bayesian evi-
dences, or the likelihood function averaged over the prior space. The implicit prior set by the
parameterization choice weighs the different parts of the parameter space differently, and hence
if—-only by coincidence—the prior already favors where the likelihood function is the greatest and
disfavors where it is low, the retrieval will estimate a higher Bayesian evidence. As it is very
typical to employ Bayesian evidence testing to, e.g., identify which species are justi ed in being
included or to estimate the evidence of a rocky planet hosting an atmosphere, a precise under-
standing of how the parameterization choice affects evidence will be useful.

In this work, we extend the comparison between parameterization choices to a more di-
verse set of compositions of terrestrial planets, as previous works in the literature have focused
on the end-member cases of composition. We do so by performing self-retrievals on simulated
transmission spectra of atmospheres of plausible compositions obserd®dIlyRetrieval on
simulated data allows for comparing the retrieved results directly to the ground truth and quan-
tifying their accuracy. Furthermore, performing the retrievals on simulated data bypasses biases
due to model assumptions (e.g. lack of 3D effects) that can arise when retrieving on real data
[108, 113, 114, 115, 116]. By doing so we aim to ascertain what is the appropriate parameteriza-

tion of chemistry when retrieving on atmospheres whose mean molecular weight is not &nown
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priori, and investigate what constraints are realistically possible with greater number of transits.
In the current work, we limit our analysis to retrievals on transmission (rather than emission)
spectra to avoid degeneracies with retrieval of thermal pro les and focus on chemistry only, and
also becaus@WSTCycle 1 programs included a number of observed small planets in transmis-
sion [e.g. 117, 118, 119, 120]

This chapter is structured as follows. We describe the various parameterization choices
considered and the forward model atmospheric composition in 83.2. We present the comparison
results for each case in 83.3. We discuss what an ignorance prior is in the context of retrievals in

83.4. We summarize our conclusions in 83.5 and discuss related problems in retrievals.

3.2 Methods

We perform self-retrievals on simulated spectra, as used to test retrieval schemes in e.g.
[109, 110]. To both generate the spectrum and to retrieve from it, we use a modi ed version
of the publicly available codeLATON, adapted to perform non-equilibrium chemistry (“free”)
retrievals using various parameterizations that we describe below. NagveiyoN already sup-
ports forward models with custom abundance pro les but is not con gured to do so during re-
trievals. We allow the vertically xed abundances of each species to be set during a retrieval
according to the retrieved parameter [1]. Additionally, we allow for setting and retrieving on the
mean molecular weight pro le separately from the chemistry in the forward and retrieval models,
and comment on the reasoning for this choice, below.

In this section, we describe the retrieval methods and forward model parameter choices.

First, we describe the different parameterization methods. Then, we present the cases of terrestrial
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atmospheres we perform comparisons on.

3.2.1 Parameterization methods

The variety of parameterization methods arise due to the simplicial nature of atmospheric
composition. That is, foN species, there afé¢ 1 degrees-of-freedom, as the sum of composi-
tion must be unity. The parameterization methods therefore differ ilNhowd numbers sampled
from a standard uniform distribution are mapped\tecomposition values that sum to unity. We

use four different parameterization methods:

1. Using N as a single ller gas (SF)

2. Using H and N, as two ller gases (DF)

3. Centered log-ratio (CLR)

4. Mixing ratios with no ller gas but as an independent parameter

In this subsection, we describe each parameterization method and what choices need to
be made when using each method. We look at the prior set on the composition and on mean

molecular weight.

3.2.1.1 Trace and ller methods

The most commonly used parameterization for composition in retrieval codes is the trace
and ller (TF) method. In the TF method, ti¢ 1 parameters correspond directly to the (log-)
mixing ratios ofN 1 “trace” species. Here and throughout the work, we use the term “trace
species” without necessarily implying that they are in negligible amount (which we will refer to

65



as “trace amount”), but rather that they are tracked directly by the parameterization rather than
inferred implicitly. To satisfy the unity sum requirement, the TF method assumes the identity of
a ller gas and back lls the remainder from unity. This assumption also sets an implicit common
prior that the sum of the trace species cannot exceed unity, shown as a minor downturn in the
prior close to unity when viewed in log space (Figure 3.1. We implement this common prior by
rejecting samples when the sum of trace species exceed unity. We nabe (ieg TY automati-
cally excludes these samples when calculating evidence. We choose the background gas to be N
In principle, any gas can be the ller gas, but it is typical and prudent to use a spectroscopically
inactive species, as abundances of a spectroscopically active species can be measured directly.

The trace species are typically sampled in log-abundance, such that the parameter spans
multiple orders of magnitude of mixing ratios. We compare two variations for the TF method,
one in which all trace species are sampled from log-uniform distributions, and another in which
a linear uniform distribution is used for,HWe call the latter variation a two- ller method, as
the H, and N, now have the same priors. As the change jraflects the spectrum primarily via
changing the MMW, it should ideally be in linear scale. Additionally, setting one trace species in
linear abundance changes the implicit prior for the ller,(M this case) such that it now also
resembles a uniform distribution between 0 and 1, with a slight tapering off near unity due to the
sum of the log trace species.

A choice needs to made regarding the minimum and maximum abundance to be retrieved,
i.e. the cutoff for the uniform prior. The minimum value is often chosen empirically as the value
above which a change in the mixing ratio has an effect on the spectrum above the noise oor, typ-
ically 10 *?[45, 46, 108]. For hot Jupiter atmospheres, the upper limit has been set lower than
unity in some retrieval analyses [46, 110] to ensure that the atmosphere is dominated by the ller
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Figure 3.1: The marginalized priors probability distributions for different trace- ller parameter-
izations, shown in log scale (left) and in linear scale (right). Solid lines and dashed lines corre-
spond to log and linear species, respectively; the lled histogram correspond to the ller species.
The DF method “corrects” the prior of the ller such that it more resembles a uniform distribu-
tion, with a slight taper around unity due to the sum of log trace species.

(H/He), and this is a justi ed choice as trace species are indeed expected to be in trace amounts.

For terrestrial planets, however, an upper limit set lower than unity may rule out plausible bulk

composition of the atmosphere (such as 100%)Cé&nd hence we use unity for all upper limits.
Additionally, the rejection sampling used to satisfy the common prior incurs an ef ciency

of 98% for a single- ller gas, 86% for two- ller gas, and 42% for three- llers whien= 6. We

nd that this adds to the computation time only during the early steps of the retrieval before it has

converged somewhat, after which the overall ef ciency of the sampling algorithm is generally

lower. We discuss the effects of rejection sampling on the Bayesian evidence in §3.5.

3.2.1.2 Centered log-ratio transform (CLR) method

The centered log-ratio transform (CLR) method, widely used for compositional data [121],
was rst introduced to Bayesian atmospheric retrievals in BS12 and has been implemented in
recent codes [109, 110]. The CLR method parameterizes the abundances as the log-ratio to the
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geometric mean.

i U (l;h)

ei
Xi = P—rij

i €

where ; is the log-ratio of the abundances to the geometric mean and is sampled from a
uniform distribution between the intervi&lh], where the limits are set to a minimum abundance.

The sampled values of is then reparameterized to the actual mixing ratpsia the centered
log-ratio transform.

By employing the reparameterization, the CLR method bypasses some foibles of the TF
method. Firstly, it ensures that the prior is symmetric between trace species and background
species, as no species is designated (or assumed) to be a ller. This may not necessarily be the ap-
propriately uninformative choice, given that the ideally uninformative prior of a species depends
on how the change in its abundance modulates the spectrum, as discussed in 83.4. Secondly, it
removes the choice between log and linear parameterization. Instead, the resulting prior is one
that, viewed in log space, maintains a gentle slope over the rangi@ 2 and ramps up closer
to unity (see Figure 3.2, in blue). The prior of the log-sample of the CLR method thus resembles
the trace prior of the TF method over the rarﬁgae 2] and the ller prior over the rangg 2;0].

Viewed in linear space, the prior is bimodal and strongly favors values close to either zero or
unity.

The CLR method requires a choice in the cutoff range for the uniform prior from which the

reparameterized valuesare sampled. Choosing to ensure that the resulting minimum abundance
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Figure 3.2: The marginalized priors probability distributions for single Trace-Filler and the Cen-
tered Log-Ratio parameterization, shown in log scale (left) and in linear scale (right). Solid lines
and dashed lines correspond to log and linear species, respectively; the lled histogram corre-
spond to the ller species.

in the marginalized prior corresponds to a speci ¢ valueX0 *? in both BS12 and Welbanks

and Madhusudhan [110]) sets both cutoff values for the uniform prior.

3.2.1.3 Inclusion of mean molecular weight (MMW) as an independent param-
eter

We also include a method in which no gas is used to back Il the composition, but we
additionally retrieve on MMW as an independent parameter. In our model we assume that the
MMW is xed vertically. By separating MMW from the abundances, the change in abundance of
a spectroscopically active species has a monotonic effect on the strength of its features, as it now
affects the spectrum via opacity only. We choose the prior on the MMW to be unifornpizyvei,

where the limits correspond to MMW ofHand CQ-dominated atmospheres, respectively.
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3.2.1.4 Comparison of the priors on MMW

Figure 3.3: The implicit prior on mean molecular weight set by the different methods of parame-
terizing the compostion. The peaks corresponds to speci ¢ gases, and the different methods vary
on what gases are allowed to be major components. For the independent MMW retrieval, we set
a uniform prior.

The prior on the mean molecular weight progated from the prior on the composition is
shown in Figure 3.3. The gure demonstrates the awkward tension between priors in composition
and prior in mean molecular weight. The various peaks in the prior on MMW in turn set a peaked
prior on the scale height. If one were to think analogously to the prior on temperature, the primary
effect of which is also controlling the scale height, only the uniform prior on MMW may be

considered an uninformative prior.
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3.2.2 Model atmospheres

To compare the different parameterization methods, we run retrievals on simulated spectra
of GJ 1132 b. From analyses ldlibbleobservations, GJ 1132 b has shown to be lacking a clear,
primordial atmosphere, indicating the potential for a thick, secondary atmosphere of high mean
molecular weight, although a cloudy atmosphere or an airless body are also plausible explana-
tions for a spectrum that is featureless over the observed range. Controversially, other analysis
have indicated that the planet may have a H/He-rich atmosphere [122]. ReJSu8y,NIR-

SPEC observations have conclusively shown either a high mean molecular weight or a featureless
spectrum [123].

We simulate four plausible compositions of the atmosphere of GJ 1132 b corresponding
to: an (1) atmosphere evenly split between,&® dominated atmosphere, in which one spectro-
scopically active species is a major component; an (2) atmosphere evenly split be-

O,, in which two spectroscopically active species are major components; an (3}d@mhNnated
atmosphere, in which all spectroscopically active species exist only in trace amounts; an (4)
Earth-like atmosphere, in which two spectroscopically inactive species are major components.
These compositions are all plausible for the atmospheres of rocky planets [21]. We note that in
all of our parameterizations, we treat the & a spectroscopically active species throughout, as
O, has a spectral feature at 0.76 micron, albeit weak and narrow; the expectation is that it will act
like a spectroscopically inactive species at lower S/N, and an active one at higher S/N. We use
the stellar parameters from Berta-Thompson et al. [124]. We show the forward model parameters
and the composition used in Table 3.1.

We also repeat all of our models with clouds, which can mask the bottom of the atmosphere
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Case| H-,O CcO, CH, O, H, N, MMW (amu)
CO,-0; 0 50% 0 50% | O 0 38.00
H,-CO,-O, | 33.3% | 33.3% 0 33.3% | 0% 0 31.34
N,-rich | 100 ppm| 100 ppm| 100 ppm| 0% | 0% | 99.97% 28.01
Earth-like 1% 100ppm 0 20.99%| O 78% 28.75
M, ‘ Ro ‘ Tp ‘ Clouds‘ R ‘ T.

1.659 M: | 1.160 R | 580 K | 10 mbar| 0.207 R | 3270 K

Table 3.1: Table summarizing the four cases of compositions and the forward model parame-
ters used to generate the unpolluted spectrum. The mean molecular weight is calculated self-
consistently from the abundances. We run two sets of each models, with and without clouds.

(and the spectrum), thereby prohibiting the estimation of the scale height and hence the MMW of
the atmosphere. Clouds are implementeelinaTON is such that they are wavelength-independent

and have a sharp cutoff in opacity at the assigned cloudtop pressure. Notionally a grey planetary
surface would also have the same effect on a transmission spectrum, in which case the cloudtop
pressure parameter can be understood as a surface pressure [56]. We choose the cloudtop pressure
for these models to be at 10 mbar, resulting in obscuring roughly half of the spectral features for
each case.

We use the forward model ¢fLATON to generate the unpolluted true spectrum, and then
USePANDEXO [125] to generate the simulated noise and bin to the desired resolution. We retrieve
on both the unpolluted spectrum and 20 instances of polluted spectra with a Gaussian scatter
around the simulated data. The polluted spectra are necessary to ascertain more realistic ranges
of Bayesian evidences. We simulate observations for NIRISS and NIRSpec. To compare the pa-
rameterization methods at different signal-to-noise levels, we simulate 2, 5, and 10 transits for
both instruments. We run the retrievals on the data binned to R=100 using a model resolution of

R=10,000, using a nested samplepeiNESTY with 300 live points. The retrieval includes plan-
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Figure 3.4: The forward model spectra corresponding to the 4 cases used. Spectra of clear and
cloudy atmospheres are shown with solid and dashed lines, respectively. The simulated data error
from 2 transit observations with NIRISS and NIRSpec is shown around a median featureless
spectrum. The NIRSpec uncertainty is typically 40 pprRat 100; in other words, all 8 spectra

are appreciably “ at lines”.

etary radius, an (isothermal) temperature, and cloudtop pressure as free parameters in addition to
the parameters for composition. To ensure that we are using suf cient live points, we ran multi-
ple identical retrievals with this setup and found that both the posterior distribution and estimated

evidences are repeatable.
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3.3 Results

Here we present and compare the retrieval results for each parameterization — SF, DF, and
CLR, with and without as a retrieved parameter. We chobkgnsis = 2 and comment on the
degree to which the prior implementation impacts the retrieved parameters. In the following sub-
section, we investigate how our results change in the higher signal-to-noise regime by simulating
data resulting fronNyansis = 5 and 10 stacked transits. In general, at low signal-to-noise, there is
the risk that a data set will fail to constrain certain parameters. The resulting posterior distribution
will then mimic the shape of the prior. If the prior itself does not have a broadly at distribution,
then it may appear that the parameter has been constrained, when in fact it has not. As such, we
will examine the marginalized posteriors by comparing them to the marginalized priors in Figures

3.1 and 3.2.

3.3.1 Comparison of parameterization methods at low S/N

Here we look at the benchmark case of comparing the different parameterizations, and
examine the higher precision and cloudy cases in the following subsections. We rst present the
retrievals on the unpolluted spectrum in Figure 3.5.

It is also of interest to test if one could obtain constraints on not merely log-abunances but
on the abundance in linear scale (e.g., “is the atmosphere 10% or 5Q%8)CBor this reason,
we show the retrieved posteriors for the spectroscopically active species also in linear abundances

in Figure 3.6.
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Figure 3.5: Comparison of the posteriors for the 4 cases using 4 parameterizations, for 2 transits
each of NIRISS and NIRSPEC of GJ 1132 b. The vertical bars represent the ground truth values.
The posterior for the MMW is inferred if not explicitly retreived.

N,-rich and Earth-like atmosphere We nd notable disagreement between the parameteri-
zation methods for Mrich atmosphere, where all spectroscopically active species are in trace
amounts. Here, the CLR method, rather than inferring that therg ia the atmosphere, incor-

rectly retrieves a C@dominated atmosphere with a major amount ofy,@GHundance to consti-

tute the same MMW (third row, second and third columns). Becaysadks a spectral signature,

the CLR method favors constituting the the high MMW with a mixture ob@@d CH,, the pres-

ence of which can be inferred from its features. As the spectral features saturate past mixing ratios
of 1%, itis free to increase the abundance of £&Zbich that the atmosphere is dominated by
CQO,. Similarly, for the Earth-like atmosphere the CLR method nds an atmosphere that is either
dominated by HO and Q.

On the other hand, both the,Nler and two- ller methods retrieve posteriors that peak
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Figure 3.6: Same as Figure 3.5, but now showing linear abundance (from 0 to 1) to show the
retrieved major component of the atmosphere.

at the true value for the spectroscopically active species. One difference between the two is that,
while both methods correctly infer that the atmosphere jsdbiminated, the & ller method
correctly retrieves Pplabundance merely due to the formulation of the prior, whereas the two-
ller method correctly retrieves the Nabundance based on actually distinguishing betweent a H
and N-rich atmosphere. This is best seen in linear scale abundances, shown in Figure 3.6, where
the major component gas can be identi ed. Hereadbundance, retrieved as a free parameter in
linear scale, acts as a proxy for MMW. The posterior ferand N, are broader for the two- ller
method.

Our retrieval result for the Ndominated is in disagreement with the retrieval analysis done
in BS12, which employed the CLR method on the simulated spectrum of super-Earth GJ 1214 b

with N,-dominated atmosphere and found good constraints on all species, with 10 transits. We
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identify two sources of disagreement, both relating to S/N. Firstly, the overall S/N is much lower
in our test, including for the infrared absorbers. The simulated spectrum of GJ 1214 b in BS12
has a much larger transit depth with a median depth df3800ppm and with a spectrum that
spans roughly 500ppm, whereas the simulated spectrum of GJ 1132 b in the current work has
a median depth of 2700ppm and a span of roughly 100 ppm. Secondly, the S/N is speci cally

far worse in the short wavelength range in our simulated NIRISS observation, compared to the
uncertainties used in BS12. The worse S/N in the optical wavelength range obscures the Rayleigh

slope that provides the most information about the MMW of the planet.

CO,-0; and H,-C0O,-0O, atmospheres. We nd that in the unpolluted case, even with 2 tran-

sits, each method correctly identi es the presence of spectroscopically active gasean@€O

H,O (top two rows of Figure 3.5), but not the spectroscopically inactive gag€re, the main

difference is in the retrieved uncertainty and the retrieved mean molecular weight due to whether

O, has been rejected or not. For the-B0,-O, case in the second row of Figure 3.5, the CLR

method nds a narrower uncertainty ornp®& and CQ abundance. It can be seen, in the retrieved

MMW in the top rightmost panel, that the CLR method nds an atmosphere dominated py CO

This likely arises from the fact that Qs not detectable at this signal-to-noise and the CLR

method instead substitutes the for CO, without changing the spectrum. This tendency for the

CLR method to prefer spectroscopically active gases has also been seen in e.g. Piette et al. [126].
Both of these atmospheres have MMW higher thanbuit we see discrepant behaviors in

the N;- ller method between the C®O, case and the HCO,-O, case. N- ller method (green

line) pushes the retrieved log-abundance of,G®0 and rejects a Ndominated atmosphere

such that the MMW is no longer peaked at thevdlue, as seen in the retrieved Abundance in
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Figure 3.6. For the HCO,-O, case, on the other hand, the MMW is closer to that gfaéhd the
N,- ller method instead nds an M-dominated atmosphere.

In both of these cases, the free-MMW and thgNH- ller parameterization methods nd
weak or incorrect constraints on the MMW. This is due to the fact that for both of these methods,
the prior in CQ and H,O abundances are biased towards trace amounts; hence the parameteriza-
tions favor low MMW (i.e. large scale height) solutions, as can be seen in Figure 3.6.

For these cases, we also ran a quick set of models that used broadened priors, resulting
in prior log-abundance ranges pf 24; 0] for both CLR and the ller-based methods. We nd
that the resulting posteriors do not differ in an appreciable way and re ect the prior when the

likelihood function does not have a strong peak.

3.3.2 Comparison at higher precision

We repeat the above analysis with 5 and 10 transits instead of 2. The general expectation
is that higher precision will lessen the importance of the prior, as the likelihood function is more
sharply peaked, and hence will lead to better agreement between parameterizations. The resulting
posteriors are shown in Figure 3.7 and Figure 3.8.

At 5 transits, the spectroscopically active species in trace amounts are well constrained.
For the N-rich atmosphere, the GGabundance is tightly constrained enough such that the N
abundance is retrieved by all methods. In the,&%) atmosphere, the aforementioned bias in
which the CLR overestimates the abundance of 33till present.

This effect still persists at 10 transits, showing the dif culty of spectrally constraining the

abundance of @ We also nd that, even at this high S/N, the log abundance pfsot re-
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Figure 3.7: Same as Figure 3.5, but now includes posteriors for 5 and 10 transits each of NIRSPEC
and NIRISS. The posteriors are now shown in a box plot style as the median with their rst and
third quartiles, with the full range omitted. We note that the posteriors may not resemble Gaussian
distributions and show quatrtiles rather than the 1-sigma uncertainties.
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Figure 3.8: Same as Figure 3.7, but now in linear scale (from O to 1). The posteriors are now
shown in a box plot style as the median with their rst and third quartiles, with the full range
omitted. We note that the posteriors may not resemble Gaussian distributions and show quartiles
rather than the 1-sigma uncertainties.
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Figure 3.9: Same as Figure 3.5, but now shows posteriors from atmospheres with opaque cloud-
decks. The posteriors are now shown in a box plot style as the median with their quantiles, with
the full range omitted. We note that the posteriors may not resemble Gaussian distributions.

trieved by any of the methods. This may either be due to insuf cient S/N or too much binning in

wavelength resolution.

3.3.3 Atmospheres with aerosols

We repeat the above analysis with grey cloud deck present in the forward model atmo-
sphere, placed such that it obscures roughly half of the spectral features. The resulting posteriors
are shown in Figure 3.9.

In our retrieval simulations with grey clouds, we nd that the general effect is, as expected,
to increase the retrieved uncertainties of the abundances of spectroscopically active species. Nev-
ertheless, the retrieved uncertainty on the MMW is not strongly affected, even when included

as an independent parameter. The fact that the scale height-and hence the MMW-can be mea-
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sured is reassuring. We do not deem necessary an extensive test with varying cloudtop pressure,
but nevertheless we expect that the more the spectrum is obscured will naturally lead to broader

uncertainties on the MMW, and ultimately to a posterior that simply resembles the prior.

3.3.4 Comparison of Bayesian Evidences

Here we compare the Bayesian evidences of each parameterization method for each case.
As the Bayesian evidence for an unpolluted specrum likely represents an unrealistic best case
scenario, we iterate over 20 noise instances and show the Bayesian evidences in Figure 3.10. We
nd that, in general, there is no parameterization method is systematically favored. This suggests
that most of the evidence is contained in the likelihood peak, and the prior volume away from the
peak does not contribute signi cantly to the evidence.

Of more interest is the change in Bayesian evidence depending on whether a gas is in-
cluded or not. We perform retrievals without g€r each of the noise instances, to quantify the
difference in Bayesian evidences in Figure 3.11. While we nd no clear pattern, we nd that the
choice in the parameterization method basically adds random scatter téape to an amount
comparable to the scatter due to the injected noise. The maximum discrepancy between parame-

terization methods given a noise instance is 8.8, 9.4 and 21.7 for 2, 5, and 10 visits, respectively.

3.4 Whatis an Uninformative Prior?

It is worth contemplating what, in general, our priors are when performing retrievals so
that it informs our decisions from ampriori standpoint. The ultimate aim here is to seek out the

truly uninformed-if theoretical—-prior because we typically do not have prior knowledge of the
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Figure 3.10: Violin plot comparing the Bayesian evidenkmgZ ) for retrievals for 20 noise
instances. The connected lines indicate each noise instance. A lagferindicates that the

prior set by the parameterization weighs the peak likelihood higher. The values shown here have
typical uncertainties of 0.3. No one parameterization method outperforms others across the board,
as most of the evidence is contained in the likelihood peak.

atmospheric composition of a terrestrial exoplanet. This discussion extends to other parameters,
such as choosing how the thermal pro le is parameterized or how the 3D-ness of the atmosphere
is parameterized, but we will focus on atmospheric composition in this work [113, 127, 128], as
atmosphere composition is typically the rst-order scienti ¢ question to be answered, especially
for rocky planets [e.g. 4, 129].

In the absence of a previous observation, we want to adopt a prior that is either as unin-
formative as possible or re ects some broad intuition about the planet that is motivated by the
current understanding of similar planets. An example of the former (ignorance prior) is using a

uniform prior that is as wide as possible (wherein the limits are often set by physics or the limita-

83



Figure 3.11: Violin plot comparing the changes in Bayesian eviderag (Z ) with and without

CO, for retrievals for 20 noise instances. The connected lines indicate each noise instance. A
smaller log Z indicates that the inclusion of G@s favored. The values shown here have typical
uncertainties of 0.4.

tions of the retrieval code). Here, the parameterization sets the prior; for example, when retrieving
on a parameter such as the temperature, the choice remains whether to use a uniform prior, log-
uniform, uniform for inverse temperature, or yet another reparameterization. An example of the
latter (intuition prior) is the choice of background gas when parameterizing the chemistry of hot
Jupiters, atmospheres of which one can reasonably expect are dominated by H and He. When
there is a well-founded previous measurement for a parameter, such as for radius or mass of the
planet, Gaussian priors are also a popular choice.
The way to achieve a generically objective, uninformative prior is the Jeffreys prior, which

is de ned to the prior that is invariant under a change of parameterization. This is achieved by
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constructing the prior from the likelihood function. For a parameter vetttine prior density

p(7) is given by:

q
p(")/  det (7); (3.1)
wherel (7) is the Fisher information matrix, or the expected curvature of the likelihood function
evaluated for a parameter vector. Generally, deriving the Jeffreys prior is not an analytically
tractable problem, and extension to multiple parameters is not straightforward. Regardless, we
invoke the Jeffreys prior to build intuition into what we deem to be an objectively uninformative
prior.

The underlying intuition here is that, if we wish to not bias the sampler as it estimates the
posterior by supplying an informative prior, we must set the prior such that the prior density is
higher for the parameter space volume that is easier to nd evidence against and lower for the
volume that is harder to nd evidence against. Otherwise the posterior will generically favor the
parameter space volume that is harder to nd evidence against. As such, the Jeffreys prior is
proportional to the expected curvature of the likelihood function, which measures the sensitivity
of the spectrum to the change in a parameter.

Applied to the exoplanetary atmospheric retrievals, we can treat the forward model as the
change of coordinates from parameter space to spectrum space and the retrieval as an estimation
of the mean of a multivariate normal distribution with a xed standard deviation from which
the observation data is sampled, as assumed in the likelihood function. The Jeffreys prior for
estimating the mean of a multivariate normal distribution is a uniform distribution across the real

space. This implies that, in the context of atmospheric retrievals, the maximally uninformative
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